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    Tutorial: Extracting Structured Data

Why Use Structured Output?
LLMs are great at generating text, but sometimes you need data in a machine-readable format like JSON. Structured output allows you to define a schema (using Ecto schemas in Elixir) and force the LLM to return data that matches that schema.
This is essential for:
	Data extraction from unstructured text
	Building API integrations
	Populating databases
	ensuring reliable downstream processing

Getting Started
Let's build an example that extracts user information from a natural language description.
1. Define Your Data Schema
We use Ecto.Schema to define the structure we want.
defmodule UserInfo do
  use Ecto.Schema
  use Mojentic.LLM.Schema

  @primary_key false
  embedded_schema do
    field :name, :string
    field :age, :integer
    field :interests, {:array, :string}
  end
end
2. Initialize the Broker
alias Mojentic.LLM.Broker
alias Mojentic.LLM.Gateways.Ollama

broker = Broker.new("qwen3:32b", Ollama)
3. Generate Structured Data
Use Broker.generate_structured/3 to request the data.
text = "John Doe is a 30-year-old software engineer who loves hiking and reading."

{:ok, user_info} = Broker.generate_structured(broker, text, UserInfo)

IO.inspect(user_info)
# %UserInfo{
#   name: "John Doe",
#   age: 30,
#   interests: ["hiking", "reading"]
# }
How It Works
	 Schema Definition: Mojentic converts your Ecto schema into a JSON schema that the LLM can understand.
	 Prompt Engineering: The broker automatically appends instructions to the prompt, telling the LLM to output JSON matching the schema.
	 Validation: When the response comes back, Mojentic parses the JSON and casts it into your Ecto struct, performing validation (e.g., ensuring age is an integer).

Advanced: Nested Schemas
You can also use nested schemas for more complex data.
defmodule Address do
  use Ecto.Schema
  use Mojentic.LLM.Schema

  @primary_key false
  embedded_schema do
    field :street, :string
    field :city, :string
  end
end

defmodule UserProfile do
  use Ecto.Schema
  use Mojentic.LLM.Schema

  @primary_key false
  embedded_schema do
    field :name, :string
    embeds_one :address, Address
  end
end
Summary
Structured output turns unstructured text into reliable data structures. By defining Ecto schemas, you can integrate LLM outputs directly into your Elixir application's logic with type safety and validation.


  

    Tutorial: Building Chatbots

Why Use Chat Sessions?
When working with Large Language Models (LLMs), simple text generation is useful for one-off interactions, but many applications require ongoing conversations where the model remembers previous exchanges. This is where chat sessions come in.
Chat sessions are essential when you need to:
	Build conversational agents or chatbots
	Maintain context across multiple user interactions
	Create applications where the LLM needs to remember previous information
	Develop more natural and coherent conversational experiences

When to Apply This Approach
Use chat sessions when:
	Your application requires multi-turn conversations
	You need the LLM to reference information from earlier in the conversation
	You want to create a more interactive and engaging user experience

The Key Difference: Expanding Context
The fundamental difference between simple text generation and chat sessions is the expanding context. With each new message in a chat session:
	The message is added to the conversation history
	All previous messages (within token limits) are sent to the LLM with each new query
	The LLM can reference and build upon earlier parts of the conversation

Getting Started
Let's walk through a simple example of building a chatbot using Mojentic's ChatSession.
Basic Implementation
Here's the simplest way to create a chat session with Mojentic:
alias Mojentic.LLM.{ChatSession, Broker}
alias Mojentic.LLM.Gateways.Ollama

# 1. Create an LLM broker
broker = Broker.new("qwen3:32b", Ollama)

# 2. Initialize a chat session
{:ok, session} = ChatSession.start_link(broker)

# 3. Simple interactive loop
IO.puts "Chatbot started. Type 'exit' to quit."

Stream.cycle([:input])
|> Stream.map(fn _ -> IO.gets("Query: ") |> String.trim() end)
|> Stream.take_while(&(&1 != "exit"))
|> Enum.each(fn query ->
  {:ok, response} = ChatSession.send_message(session, query)
  IO.puts(response)
end)
This code creates an interactive chatbot that maintains context across multiple exchanges.
Step-by-Step Explanation
1. Initialize the Broker
broker = Broker.new("qwen3:32b", Ollama)
The Broker is the central component that handles communication with the LLM provider (in this case, Ollama).
2. Start the Session
{:ok, session} = ChatSession.start_link(broker)
ChatSession is a GenServer that holds the state of the conversation. By default, it manages the message history and ensures it fits within the model's context window.
3. Send Messages
{:ok, response} = ChatSession.send_message(session, query)
When you send a message:
	It's added to the history.
	The full history is sent to the LLM.
	The LLM's response is added to the history.
	The response text is returned.

Customizing Your Chat Session
You can customize the session with a system prompt or tools.
System Prompt
The system prompt sets the behavior of the assistant.
{:ok, session} = ChatSession.start_link(broker, 
  system_prompt: "You are a helpful AI assistant specialized in Elixir programming."
)
Adding Tools
You can enhance your chatbot by providing tools that the LLM can use.
alias Mojentic.LLM.Tools.DateResolver

{:ok, session} = ChatSession.start_link(broker, 
  tools: [DateResolver]
)

# The LLM can now use the date tool in conversations
{:ok, response} = ChatSession.send_message(session, "What day of the week is July 4th, 2025?")
IO.puts(response)
Streaming Responses
For a better user experience with longer responses, you can stream the LLM's reply as it's generated. Because Elixir uses immutable data, streaming uses a two-phase approach:
{:ok, stream, handle} = ChatSession.send_stream(session, "Tell me a story")
stream |> Stream.each(&IO.write/1) |> Stream.run()
session = ChatSession.finalize_stream(handle)
The send_stream/2 function adds the user message to the session and returns a stream of chunks plus a handle. After consuming the stream, call finalize_stream/1 with the handle to record the assembled response in the session history. Tools are handled transparently through the broker's recursive streaming.
Summary
In this tutorial, we've learned how to:
	 Initialize a ChatSession with a Broker.
	 Create an interactive loop to chat with the model.
	 Customize the session with system prompts and tools.

By leveraging chat sessions, you can create engaging conversational experiences that maintain context across multiple interactions.


  

    Example: File Tools

This guide demonstrates how to build tools for interacting with the file system using the Mojentic framework. The included FileTool and CodingFileTool serve as reference implementations that you can use directly or adapt for your specific needs.
Available Tools
FileTool
The Mojentic.LLM.Tools.FileTool provides basic file operations:
	read_file: Read content of a file
	write_file: Write content to a file
	list_dir: List directory contents
	file_exists: Check if a file exists

CodingFileTool
The Mojentic.LLM.Tools.CodingFileTool extends FileTool with features specifically for coding tasks:
	apply_patch: Apply a unified diff patch to a file
	replace_text: Replace specific text in a file
	search_files: Search for patterns in files

Usage
alias Mojentic.LLM.Broker
alias Mojentic.LLM.Tools.FileTool

# Initialize broker
broker = Broker.new("qwen3:32b", Mojentic.LLM.Gateways.Ollama)

# Register tools
tools = [FileTool]

# Ask the agent to perform file operations
messages = [
  Mojentic.LLM.Message.user("Create a file named 'hello.txt' with the content 'Hello, World!'")
]

{:ok, response} = Broker.generate(broker, messages, tools)
Security
By default, file tools are restricted to the current working directory. You can configure allowed paths to restrict access further.


  

    Example: Task Management

The Mojentic.LLM.Tools.TaskManager is an example of how to build stateful tools that allow agents to manage ephemeral tasks. This reference implementation shows how to maintain state across tool calls.
Features
	Create Tasks: Add new tasks to the list
	List Tasks: View all current tasks and their status
	Complete Tasks: Mark tasks as done
	Prioritize: Agents can determine the order of execution

Usage
alias Mojentic.LLM.Broker
alias Mojentic.LLM.Tools.TaskManager

# Initialize broker
broker = Broker.new("qwen3:32b", Mojentic.LLM.Gateways.Ollama)

# Register the tool
tools = [TaskManager]

# The agent can now manage its own tasks
messages = [
  Mojentic.LLM.Message.system("You are a helpful assistant. Use the task manager to track your work."),
  Mojentic.LLM.Message.user("Plan a party for 10 people.")
]

{:ok, response} = Broker.generate(broker, messages, tools)
Integration with Agents
The Task Manager is particularly powerful when combined with the IterativeProblemSolver agent, allowing it to maintain state across multiple reasoning steps.


  

    Example: Web Search

The Mojentic.LLM.Tools.WebSearchTool demonstrates how to integrate external APIs into your agent's toolset. This example implementation supports multiple providers like Tavily and Serper.
Configuration
The web search tool typically requires an API key for a search provider (e.g., Tavily, Serper).
config :mojentic, :web_search,
  api_key: System.get_env("TAVILY_API_KEY"),
  provider: :tavily
Usage
alias Mojentic.LLM.Broker
alias Mojentic.LLM.Tools.WebSearchTool

# Initialize broker
broker = Broker.new("qwen3:32b", Mojentic.LLM.Gateways.Ollama)

# Register the tool
tools = [WebSearchTool]

# Ask a question requiring up-to-date info
messages = [
  Mojentic.LLM.Message.user("What is the current stock price of Apple?")
]

{:ok, response} = Broker.generate(broker, messages, tools)
Supported Providers
	Tavily: Optimized for LLM agents
	Serper: Google Search API
	DuckDuckGo: Privacy-focused search (no API key required for basic usage)



  

    Introduction to Mojentic for Elixir

Mojentic is a comprehensive LLM integration framework designed to make building AI-powered applications simple, reliable, and maintainable. The Elixir implementation embraces functional programming principles and the actor model through OTP.
Philosophy
The Elixir port of Mojentic follows a "thinking in data" philosophy:
	Data flows through transformations: Functions transform data through pipelines
	Pattern matching as validation: Data shapes determine program flow
	Let it crash: Use supervision trees and recovery strategies
	Processes for concurrency: Leverage OTP for concurrent operations
	Explicit over implicit: Clear function signatures and return types

Core Features
Layer 1: LLM Integration
	LLM Broker: Central interface for LLM interactions with any provider
	Multiple Gateways: Support for Ollama, OpenAI, and Anthropic (planned)
	Tool Calling: Recursive tool execution with automatic retries
	Structured Output: Schema-based JSON parsing and validation
	Message History: Conversation context management
	Streaming: Real-time response streaming (planned)

Error Handling
Mojentic uses idiomatic Elixir error handling:
case Broker.generate(broker, messages) do
  {:ok, response} ->
    IO.puts("Success: #{response}")

  {:error, reason} ->
    Logger.error("Failed: #{inspect(reason)}")
end
All errors follow the {:ok, result} | {:error, reason} pattern, with standardized error types in the Mojentic.Error module.
Quick Example
alias Mojentic.LLM.{Broker, Message}
alias Mojentic.LLM.Gateways.Ollama

# Create a broker
broker = Broker.new("qwen3:32b", Ollama)

# Generate text
messages = [Message.user("What is Elixir?")]
{:ok, response} = Broker.generate(broker, messages)
IO.puts(response)
Architecture
Mojentic is organized into layers:
	Layer 1: Core LLM integration (Broker, Gateways, Tools, Messages)
	Layer 2: Tracer system for observability (planned)
	Layer 3: Agent system for complex workflows (planned)

Next Steps
	Getting Started - Installation and basic usage
	Broker Guide - Understanding the LLM Broker
	Tool Usage - Building and using tools
	Structured Output - Working with schemas



  

    Getting Started with Mojentic

This guide will help you get up and running with Mojentic in your Elixir project.
Installation
Add Mojentic to your mix.exs dependencies:
def deps do
  [
    {:mojentic, "~> 0.1.0"}
  ]
end
Then run:
mix deps.get

Prerequisites
Mojentic requires:
	Elixir 1.15 or later
	A local or remote LLM service (Ollama, OpenAI, etc.)

Setting up Ollama (Local LLMs)
	Install Ollama from ollama.ai
	Pull a model:

ollama pull phi4:14b

	Start the Ollama service (runs on http://localhost:11434 by default)

Setting up OpenAI (Planned)
# Set your API key
System.put_env("OPENAI_API_KEY", "your-api-key")
Your First LLM Call
Create a simple script to test your setup:
# In a script or IEx session
alias Mojentic.LLM.{Broker, Message}
alias Mojentic.LLM.Gateways.Ollama

# Create a broker with your model
broker = Broker.new("phi4:14b", Ollama)

# Create a message
messages = [Message.user("What is the capital of France?")]

# Generate a response
case Broker.generate(broker, messages) do
  {:ok, response} ->
    IO.puts("AI: #{response}")

  {:error, reason} ->
    IO.puts("Error: #{inspect(reason)}")
end
Understanding the Broker
The Broker is your main interface to LLMs. It handles:
	Model selection
	Gateway routing
	Message formatting
	Tool execution
	Error handling

Basic Broker Usage
# Simple text generation
broker = Broker.new("qwen3:14b", Ollama)
messages = [Message.user("Hello!")]
{:ok, response} = Broker.generate(broker, messages)

# With configuration
config = CompletionConfig.new(temperature: 0.7, max_tokens: 1000)
{:ok, response} = Broker.generate(broker, messages, [], config)

# With correlation ID for tracking
broker = Broker.new("qwen3:14b", Ollama, "request-123")
Working with Messages
Messages form the conversation context:
alias Mojentic.LLM.Message

# Different message types
messages = [
  Message.system("You are a helpful assistant"),
  Message.user("What's the weather?"),
  Message.assistant("I don't have access to weather data"),
  Message.user("Can you tell me a joke instead?")
]

{:ok, response} = Broker.generate(broker, messages)
Structured Output
Parse responses into structured data:
# Define a schema
schema = %{
  type: "object",
  properties: %{
    name: %{type: "string"},
    age: %{type: "integer"},
    hobbies: %{
      type: "array",
      items: %{type: "string"}
    }
  },
  required: ["name", "age"]
}

messages = [Message.user("Generate a person profile")]

case Broker.generate_object(broker, messages, schema) do
  {:ok, person} ->
    IO.inspect(person)
    # %{"name" => "Alice", "age" => 30, "hobbies" => ["reading", "coding"]}

  {:error, reason} ->
    IO.puts("Failed: #{inspect(reason)}")
end
Using Tools
Tools let LLMs perform actions:
alias Mojentic.LLM.Tools.DateResolver

messages = [
  Message.user("What date is next Friday?")
]

# Pass tools to the broker
tools = [DateResolver]
{:ok, response} = Broker.generate(broker, messages, tools)
Configuration Options
Customize LLM behavior with CompletionConfig:
alias Mojentic.LLM.CompletionConfig

config = CompletionConfig.new(
  temperature: 0.7,      # Randomness (0.0-2.0)
  max_tokens: 2000,      # Maximum response length
  num_ctx: 8192,         # Context window size
  num_predict: 1024      # Prediction length
)

{:ok, response} = Broker.generate(broker, messages, [], config)
Error Handling
All Mojentic functions return {:ok, result} or {:error, reason}:
case Broker.generate(broker, messages) do
  {:ok, response} ->
    # Handle success
    process_response(response)

  {:error, :timeout} ->
    # Handle timeout
    Logger.warn("Request timed out")

  {:error, {:http_error, status}} ->
    # Handle HTTP errors
    Logger.error("HTTP #{status}")

  {:error, {:gateway_error, msg}} ->
    # Handle gateway errors
    Logger.error("Gateway error: #{msg}")

  {:error, reason} ->
    # Handle other errors
    Logger.error("Error: #{inspect(reason)}")
end
Next Steps
	Broker Guide - Deep dive into the Broker
	Tool Usage - Building custom tools
	Structured Output - Working with schemas
	API Reference - Complete API documentation



  

    LLM Broker Guide

The Mojentic.LLM.Broker is the central interface for interacting with Large Language Models in Mojentic. It provides a consistent API across different LLM providers (gateways) and handles tool execution, error handling, and message management.
Overview
The Broker acts as an intermediary between your application and LLM providers:
Your App → Broker → Gateway → LLM Provider
                ↓
            Tool Execution
Creating a Broker
alias Mojentic.LLM.Broker
alias Mojentic.LLM.Gateways.Ollama

# Basic broker
broker = Broker.new("qwen3:14b", Ollama)

# With correlation ID for request tracking
broker = Broker.new("qwen3:14b", Ollama, "request-abc-123")
Broker Structure
%Broker{
  model: "qwen3:14b",          # Model identifier
  gateway: Ollama,             # Gateway module
  correlation_id: "request-123" # Optional tracking ID
}
Text Generation
The primary use case is generating text responses:
messages = [Message.user("Explain Elixir in one sentence")]

case Broker.generate(broker, messages) do
  {:ok, response} ->
    IO.puts(response)
    # "Elixir is a functional, concurrent programming language..."

  {:error, reason} ->
    Logger.error("Generation failed: #{inspect(reason)}")
end
With Configuration
config = CompletionConfig.new(
  temperature: 0.3,  # Lower = more focused
  max_tokens: 500
)

{:ok, response} = Broker.generate(broker, messages, [], config)
With Tools
tools = [DateResolver, CurrentDateTime]
{:ok, response} = Broker.generate(broker, messages, tools, config)
Structured Output
Generate responses conforming to a JSON schema:
schema = %{
  type: "object",
  properties: %{
    title: %{type: "string"},
    summary: %{type: "string"},
    keywords: %{
      type: "array",
      items: %{type: "string"}
    }
  },
  required: ["title", "summary"]
}

messages = [Message.user("Analyze: Elixir is a functional language")]

case Broker.generate_object(broker, messages, schema) do
  {:ok, analysis} ->
    IO.inspect(analysis)
    # %{
    #   "title" => "Elixir Language Analysis",
    #   "summary" => "Functional programming language...",
    #   "keywords" => ["functional", "concurrent", "BEAM"]
    # }

  {:error, :invalid_response} ->
    Logger.error("LLM didn't return valid JSON")
end
Tool Execution Flow
When tools are provided, the Broker handles a recursive loop:
	Send messages to LLM
	If LLM requests tools:	Execute each tool
	Add tool results to conversation
	Return to step 1


	Return final text response

# Example: Date resolution tool usage
messages = [Message.user("What's the date next Monday?")]
tools = [DateResolver]

# The broker will:
# 1. Call LLM with the question
# 2. LLM responds with tool call request
# 3. Broker executes DateResolver.run(args)
# 4. Broker adds result to conversation
# 5. Calls LLM again with tool result
# 6. LLM responds with final answer
{:ok, response} = Broker.generate(broker, messages, tools)
Tool Call Handling
The broker automatically:
	Matches tool calls to available tools
	Executes tools with provided arguments
	Handles tool errors gracefully
	Logs tool execution (info, warnings, errors)

# Tool not found
23:10:42.490 [warning] Tool not found: unknown_tool
23:10:42.490 [error] Tool execution failed: Tool error: Tool not found: unknown_tool

# Successful tool execution
23:10:42.491 [info] Processing 1 tool call(s)
23:10:42.491 [info] Executing tool: resolve_date
Message Management
The Broker accepts a list of messages representing the conversation:
messages = [
  Message.system("You are a helpful coding assistant"),
  Message.user("How do I read a file in Elixir?"),
  Message.assistant("You can use File.read/1..."),
  Message.user("What about streaming?")
]

{:ok, response} = Broker.generate(broker, messages)
Message Types
	system/1 - Set LLM behavior and context
	user/1 - User input
	assistant/1 - LLM responses (for history)
	tool_call/2 - LLM requesting tool execution
	tool_result/3 - Tool execution results

Error Handling
The Broker returns standardized error tuples:
case Broker.generate(broker, messages) do
  {:ok, response} ->
    # Success

  {:error, :timeout} ->
    # Request timed out

  {:error, :invalid_response} ->
    # LLM returned invalid format

  {:error, {:http_error, 429}} ->
    # Rate limited

  {:error, {:http_error, 500}} ->
    # Server error

  {:error, {:gateway_error, message}} ->
    # Gateway-specific error

  {:error, {:tool_error, message}} ->
    # Tool execution failed
end
Error Recovery
def generate_with_retry(broker, messages, max_retries \\ 3) do
  case Broker.generate(broker, messages) do
    {:ok, response} ->
      {:ok, response}

    {:error, :timeout} when max_retries > 0 ->
      Logger.warn("Timeout, retrying...")
      Process.sleep(1000)
      generate_with_retry(broker, messages, max_retries - 1)

    error ->
      error
  end
end
Correlation IDs
Track requests across your system:
# Generate unique ID
correlation_id = UUID.uuid4()
broker = Broker.new("gpt-oss:20b", Ollama, correlation_id)

# ID flows through all operations
{:ok, response} = Broker.generate(broker, messages)

# Later, find logs/events by correlation_id
# [info] [request-abc-123] Processing tool call
# [info] [request-abc-123] Executing tool: resolve_date
Configuration Options
Fine-tune LLM behavior:
alias Mojentic.LLM.CompletionConfig

# Creative writing
config = CompletionConfig.new(temperature: 1.5, max_tokens: 2000)

# Factual responses
config = CompletionConfig.new(temperature: 0.1, max_tokens: 500)

# Long context
config = CompletionConfig.new(num_ctx: 32768)

# Constrained generation
config = CompletionConfig.new(
  temperature: 0.7,
  num_predict: 256  # Limit response length
)
Reasoning Effort
For reasoning models (like OpenAI's o1/o3 series) or when using Ollama with extended thinking, you can control the reasoning effort level:
# Enable extended reasoning (Ollama)
# or control reasoning effort for OpenAI reasoning models
config = CompletionConfig.new(
  reasoning_effort: :high  # :low, :medium, or :high
)

messages = [Message.user("Think deeply about the implications of quantum computing")]
{:ok, response} = Broker.generate(broker, messages, [], config)
Ollama Gateway: When reasoning_effort is set, Ollama will use the think: true parameter to enable extended thinking. The model's reasoning trace is available in the response's thinking field:
{:ok, %GatewayResponse{
  content: "After careful analysis...",
  thinking: "Let me break this down step by step..."
}} = Broker.complete(broker, messages, config)
OpenAI Gateway: For reasoning models (o1, o3 series), the reasoning_effort parameter (:low, :medium, :high) is passed directly to the API. For non-reasoning models, the parameter is ignored with a warning logged.
Best Practices
1. Use System Messages
Set clear instructions:
messages = [
  Message.system("""
  You are a helpful assistant that provides concise answers.
  Always format code examples with proper syntax highlighting.
  """),
  Message.user("How do I create a GenServer?")
]
2. Handle Tool Errors
Tools can fail:
defmodule MyTool do
  @behaviour Mojentic.LLM.Tools.Tool

  def run(args) do
    with {:ok, value} <- validate_args(args),
         {:ok, result} <- process(value) do
      {:ok, result}
    else
      {:error, reason} -> {:error, {:tool_error, reason}}
    end
  end
end
3. Manage Context Windows
Long conversations need truncation:
def keep_recent_messages(messages, max_count \\ 10) do
  messages
  |> Enum.take(-max_count)
end

messages = keep_recent_messages(conversation_history)
{:ok, response} = Broker.generate(broker, messages)
4. Use Appropriate Timeouts
Configure gateway timeouts for large models:
# In config.exs or environment
System.put_env("OLLAMA_TIMEOUT", "600000")  # 10 minutes
Advanced Usage
Multiple Models
# Use different models for different tasks
fast_broker = Broker.new("phi4:14b", Ollama)
smart_broker = Broker.new("gpt-oss:20b", Ollama)

# Quick classification
{:ok, category} = Broker.generate(fast_broker, classify_messages)

# Deep analysis
{:ok, analysis} = Broker.generate(smart_broker, analysis_messages)
Tool Composition
# Combine multiple tools
tools = [
  DateResolver,
  CurrentDateTime,
  WeatherTool,
  CalculatorTool
]

# LLM can use any tool as needed
{:ok, response} = Broker.generate(broker, messages, tools)
Schema Validation
# Strict schemas ensure valid output
schema = %{
  type: "object",
  properties: %{
    confidence: %{type: "number", minimum: 0, maximum: 1},
    category: %{type: "string", enum: ["tech", "business", "other"]}
  },
  required: ["confidence", "category"],
  additionalProperties: false
}

case Broker.generate_object(broker, messages, schema) do
  {:ok, result} ->
    # Guaranteed to have required fields
    if result["confidence"] > 0.8 do
      process_high_confidence(result)
    end
end
See Also
	Getting Started
	Tool Usage
	Structured Output
	Gateway API



  

    Building and Using Tools

Tools allow LLMs to perform actions, retrieve information, and interact with external systems. Mojentic makes it easy to create custom tools that LLMs can call automatically.
What are Tools?
Tools extend LLM capabilities beyond text generation:
	Information Retrieval: Fetch current data (weather, dates, APIs)
	Computations: Perform calculations, process data
	System Interactions: Read files, run commands
	External APIs: Call web services, databases

Tool Lifecycle
User Query → LLM → Tool Call Request → Tool Execution → Result → LLM → Final Response
The broker handles this loop automatically.
Creating a Tool
Tools implement the Mojentic.LLM.Tools.Tool behaviour:
defmodule MyApp.Tools.Calculator do
  @behaviour Mojentic.LLM.Tools.Tool

  @impl true
  def run(arguments) do
    # Extract arguments
    operation = Map.get(arguments, "operation")
    a = Map.get(arguments, "a")
    b = Map.get(arguments, "b")

    # Perform calculation
    result = case operation do
      "add" -> a + b
      "subtract" -> a - b
      "multiply" -> a * b
      "divide" when b != 0 -> a / b
      "divide" -> {:error, {:tool_error, "Division by zero"}}
      _ -> {:error, {:tool_error, "Unknown operation"}}
    end

    # Return result
    case result do
      {:error, _} = error -> error
      value -> {:ok, %{result: value}}
    end
  end

  @impl true
  def descriptor do
    %{
      type: "function",
      function: %{
        name: "calculator",
        description: "Perform basic arithmetic operations",
        parameters: %{
          type: "object",
          properties: %{
            operation: %{
              type: "string",
              description: "The operation to perform",
              enum: ["add", "subtract", "multiply", "divide"]
            },
            a: %{
              type: "number",
              description: "First operand"
            },
            b: %{
              type: "number",
              description: "Second operand"
            }
          },
          required: ["operation", "a", "b"]
        }
      }
    }
  end

  def matches?("calculator"), do: true
  def matches?(_), do: false
end
Required Functions
1. run/1 - Execute the Tool
@spec run(map()) :: {:ok, any()} | {:error, term()}
	Receives arguments as a map
	Returns {:ok, result} or {:error, reason}
	Result will be sent back to the LLM

Best Practices:
def run(arguments) do
  # Validate inputs
  with {:ok, validated} <- validate_args(arguments),
       # Perform action
       {:ok, result} <- execute_action(validated) do
    {:ok, result}
  else
    {:error, reason} ->
      # Use standardized error format
      {:error, {:tool_error, reason}}
  end
end
2. descriptor/0 - Define the Tool
@spec descriptor() :: map()
Returns a JSON schema describing the tool to the LLM:
%{
  type: "function",
  function: %{
    name: "tool_name",
    description: "What the tool does",
    parameters: %{
      type: "object",
      properties: %{
        # Parameter definitions
      },
      required: [...]  # Required parameters
    }
  }
}
Descriptor Tips:
	Clear names: Use descriptive, action-oriented names
	Detailed descriptions: Help the LLM understand when to use the tool
	Specify types: Use JSON Schema types (string, number, boolean, etc.)
	Add constraints: Use enum, minimum, maximum, pattern, etc.
	Mark required fields: Specify which parameters are mandatory

3. matches?/1 - Match Tool Names
@spec matches?(String.t()) :: boolean()
Check if a tool call name matches this tool:
def matches?("my_tool"), do: true
def matches?("my_tool_alias"), do: true
def matches?(_), do: false
Using Tools
Pass tools to the broker:
alias MyApp.Tools.Calculator

messages = [
  Message.user("What is 42 times 17?")
]

tools = [Calculator]

{:ok, response} = Broker.generate(broker, messages, tools)
# LLM will call calculator tool and respond with "714"
Built-in Tools
DateResolver
Resolves relative dates to absolute ISO 8601 dates:
alias Mojentic.LLM.Tools.DateResolver

messages = [Message.user("What's the date next Friday?")]

{:ok, response} = Broker.generate(broker, messages, [DateResolver])
# "Next Friday is November 15, 2025"
Supports:
	"today", "tomorrow", "yesterday"
	"next Monday", "this Friday"
	"in 3 days", "in 1 week"

CurrentDateTime
Returns the current date and time:
alias Mojentic.LLM.Tools.CurrentDateTime

messages = [Message.user("What time is it?")]

{:ok, response} = Broker.generate(broker, messages, [CurrentDateTime])
WebSearchTool
Searches the web using DuckDuckGo (no API key required):
alias Mojentic.LLM.Tools.WebSearchTool

tool = WebSearchTool.new()
messages = [Message.user("What is Elixir programming language?")]

{:ok, response} = Broker.generate(broker, messages, [tool])
# Returns organic search results with titles, URLs, and snippets
The tool returns up to 10 search results, each containing:
	title: The page title
	url: The direct URL
	snippet: A brief description of the page

Example: Weather Tool
defmodule MyApp.Tools.Weather do
  @behaviour Mojentic.LLM.Tools.Tool

  require Logger

  @impl true
  def run(%{"location" => location}) do
    Logger.info("Fetching weather for: #{location}")

    case fetch_weather(location) do
      {:ok, weather} ->
        {:ok, %{
          location: location,
          temperature: weather.temp,
          condition: weather.condition,
          humidity: weather.humidity
        }}

      {:error, reason} ->
        {:error, {:tool_error, "Weather unavailable: #{reason}"}}
    end
  end

  def run(_), do: {:error, {:tool_error, "Missing location parameter"}}

  @impl true
  def descriptor do
    %{
      type: "function",
      function: %{
        name: "get_weather",
        description: "Get current weather conditions for a location",
        parameters: %{
          type: "object",
          properties: %{
            location: %{
              type: "string",
              description: "City name or location to check weather for"
            }
          },
          required: ["location"]
        }
      }
    }
  end

  def matches?("get_weather"), do: true
  def matches?(_), do: false

  # Private helper
  defp fetch_weather(location) do
    # Call weather API
    # ...
  end
end
Example: Database Query Tool
defmodule MyApp.Tools.QueryUsers do
  @behaviour Mojentic.LLM.Tools.Tool

  alias MyApp.Repo
  alias MyApp.User

  @impl true
  def run(%{"name" => name}) do
    users =
      User
      |> where([u], ilike(u.name, ^"%#{name}%"))
      |> Repo.all()

    {:ok, %{
      count: length(users),
      users: Enum.map(users, &user_to_map/1)
    }}
  end

  @impl true
  def descriptor do
    %{
      type: "function",
      function: %{
        name: "search_users",
        description: "Search for users by name",
        parameters: %{
          type: "object",
          properties: %{
            name: %{
              type: "string",
              description: "Name or partial name to search for"
            }
          },
          required: ["name"]
        }
      }
    }
  end

  def matches?("search_users"), do: true
  def matches?(_), do: false

  defp user_to_map(user) do
    %{
      id: user.id,
      name: user.name,
      email: user.email
    }
  end
end
Example: File Operations Tool
defmodule MyApp.Tools.FileReader do
  @behaviour Mojentic.LLM.Tools.Tool

  @impl true
  def run(%{"path" => path}) do
    # Validate path for security
    case validate_path(path) do
      :ok ->
        case File.read(path) do
          {:ok, content} ->
            {:ok, %{
              path: path,
              content: content,
              size: byte_size(content)
            }}

          {:error, reason} ->
            {:error, {:tool_error, "Cannot read file: #{reason}"}}
        end

      {:error, reason} ->
        {:error, {:tool_error, reason}}
    end
  end

  @impl true
  def descriptor do
    %{
      type: "function",
      function: %{
        name: "read_file",
        description: "Read contents of a text file",
        parameters: %{
          type: "object",
          properties: %{
            path: %{
              type: "string",
              description: "Path to the file to read"
            }
          },
          required: ["path"]
        }
      }
    }
  end

  def matches?("read_file"), do: true
  def matches?(_), do: false

  defp validate_path(path) do
    # Security: Only allow certain directories
    allowed_dirs = ["/tmp", "/data", "/uploads"]

    if Enum.any?(allowed_dirs, &String.starts_with?(path, &1)) do
      :ok
    else
      {:error, "Access denied: path outside allowed directories"}
    end
  end
end
Error Handling
Tools should handle errors gracefully:
def run(arguments) do
  case arguments do
    %{"required_field" => value} when is_binary(value) ->
      # Process the value
      process(value)

    %{"required_field" => _} ->
      {:error, {:tool_error, "required_field must be a string"}}

    _ ->
      {:error, {:tool_error, "Missing required_field parameter"}}
  end
end

defp process(value) do
  try do
    result = risky_operation(value)
    {:ok, %{result: result}}
  rescue
    e ->
      Logger.error("Tool error: #{Exception.message(e)}")
      {:error, {:tool_error, "Operation failed"}}
  end
end
Testing Tools
Tools are easy to unit test:
defmodule MyApp.Tools.CalculatorTest do
  use ExUnit.Case, async: true

  alias MyApp.Tools.Calculator

  describe "run/1" do
    test "adds two numbers" do
      args = %{"operation" => "add", "a" => 5, "b" => 3}

      assert {:ok, %{result: 8}} = Calculator.run(args)
    end

    test "handles division by zero" do
      args = %{"operation" => "divide", "a" => 10, "b" => 0}

      assert {:error, {:tool_error, _}} = Calculator.run(args)
    end
  end

  describe "descriptor/0" do
    test "returns valid tool descriptor" do
      descriptor = Calculator.descriptor()

      assert descriptor.type == "function"
      assert descriptor.function.name == "calculator"
      assert is_list(descriptor.function.parameters.required)
    end
  end
end
Best Practices
1. Keep Tools Focused
One tool, one purpose:
# Good: Specific purpose
defmodule GetWeather do ... end
defmodule GetForecast do ... end

# Avoid: Too broad
defmodule WeatherOperations do ... end
2. Validate Inputs
Always validate parameters:
def run(%{"email" => email}) do
  case validate_email(email) do
    :ok -> send_email(email)
    :error -> {:error, {:tool_error, "Invalid email format"}}
  end
end
3. Provide Clear Errors
Help the LLM understand what went wrong:
{:error, {:tool_error, "User not found: #{user_id}"}}
{:error, {:tool_error, "Invalid date format. Use YYYY-MM-DD"}}
{:error, {:tool_error, "Rate limit exceeded. Try again in 60 seconds"}}
4. Return Structured Data
Make results easy for LLMs to parse:
{:ok, %{
  success: true,
  data: %{
    user: %{name: "Alice", age: 30},
    timestamp: DateTime.utc_now()
  }
}}
5. Log Tool Usage
Track tool execution:
def run(args) do
  Logger.info("Tool called with: #{inspect(args)}")
  result = execute(args)
  Logger.info("Tool result: #{inspect(result)}")
  result
end
Multiple Tools
LLMs can use multiple tools in one conversation:
tools = [
  DateResolver,
  CurrentDateTime,
  Calculator,
  Weather
]

messages = [
  Message.user("""
  What's the date in 5 days, and what will the
  weather be like in Paris?
  """)
]

{:ok, response} = Broker.generate(broker, messages, tools)
# LLM will call both DateResolver and Weather tools
See Also
	Getting Started
	Broker Guide
	DateResolver API
	Tool Behaviour



  

    Parallel Tool Execution

Mojentic factors tool-batch execution behind a Mojentic.LLM.Tools.Runner
behaviour so the broker stays independent of concurrency policy:
	Runner	Behaviour	Default for
	SerialToolRunner	Sequential, in input order.	Mojentic.LLM.Broker (backward-compatible)
	ParallelToolRunner	Task.async_stream/3 with max_concurrency: 4 by default. Preserves output order.	Mojentic.Realtime.Broker

Opt-in for the chat broker
alias Mojentic.LLM.{Broker, Message}
alias Mojentic.LLM.Tools.ParallelToolRunner
alias Mojentic.LLM.Gateways.OpenAI

broker =
  Broker.new(
    "gpt-4o",
    OpenAI,
    tool_runner: ParallelToolRunner
  )

{:ok, _response} = Broker.generate(broker, [Message.user("...")], [MyTool])
When the model returns multiple tool_calls in a single assistant
turn, the broker fans them out concurrently. Output order is
preserved so the tool messages submitted back to the model match the
original call order.
Cancellation
Tools may opt in to cancellation by implementing run/3 (with a
Mojentic.LLM.Tools.RunContext as the third arg) instead of run/2.
The runner inspects the exported arity via function_exported?/3 and
only passes the context when the tool advertises it — existing
run/2 tools work unchanged.
defmodule SlowTool do
  @behaviour Mojentic.LLM.Tools.Tool

  alias Mojentic.LLM.Tools.RunContext

  @impl true
  def run(tool, args), do: do_work(tool, args, nil)

  def run(tool, args, %RunContext{} = ctx) do
    if RunContext.cancelled?(ctx) do
      {:error, :cancelled}
    else
      do_work(tool, args, ctx)
    end
  end

  @impl true
  def descriptor, do: %{...}

  defp do_work(_tool, _args, _ctx), do: {:ok, "done"}
end
Batch tracer event
ParallelToolRunner (and the realtime broker) emit a
ToolBatchTracerEvent alongside the per-call ToolCallTracerEvents,
so observers can measure parallelism gains. Pull them with
Tracer.record_tool_batch/2-aware queries through the standard
TracerSystem API.


  

    Realtime Voice

Mojentic exposes Mojentic.Realtime.Broker as the entry point for
realtime voice sessions against providers that speak the OpenAI
Realtime API (the only built-in provider today is OpenAI's own).
It mirrors the Python and TypeScript ports: a long-lived broker, a
short-lived per-session GenServer that owns a WebSocket, and a
vendor-neutral event stream you subscribe to.
30-second example (text mode)
alias Mojentic.Realtime.{Broker, Config, OpenAIGateway, Session}

config =
  Config.new(
    modalities: [:text],
    instructions: "You are a concise assistant.",
    turn_detection: :none,
    input_audio_transcription: false
  )

broker =
  Broker.new("gpt-realtime-2",
    gateway: OpenAIGateway.new(),
    config: config
  )

{:ok, session} = Broker.connect(broker)
:ok = Session.subscribe(session, self())
:ok = Session.send_text(session, "What's the capital of Canada?")

receive_loop = fn loop ->
  receive do
    {:realtime_event, %{kind: :assistant_text, payload: %{text: text}}} ->
      IO.puts(text)

    {:realtime_event, %{kind: :assistant_turn_completed}} ->
      :done

    {:realtime_event, _} ->
      loop.(loop)

    {:realtime_close, _} ->
      :done
  end
end

receive_loop.(receive_loop)
Session.close(session)
Events
Mojentic.Realtime.Event is a struct with two fields: :kind (a
symbol drawn from a 23-element discriminated union) and :payload
(a map of the event's fields). Pattern match in receive blocks or
case statements.
	Group	Kinds
	Session lifecycle	:session_opened, :session_updated, :session_closed
	User speech	:user_speech_started, :user_speech_stopped, :user_transcript_delta, :user_transcript
	Assistant output	:assistant_turn_started, :assistant_text_delta, :assistant_text, :assistant_transcript_delta, :assistant_transcript, :assistant_audio_delta, :assistant_turn_completed
	Tool calls	:tool_call_started, :tool_call_args_delta, :tool_call_dispatched, :tool_call_completed, :tool_call_failed, :tool_batch_submitted
	Control	:interrupted, :rate_limited, :error

Tools
Pass tools (modules or struct instances implementing the
Mojentic.LLM.Tools.Tool behaviour) via Config.new(tools: [...]).
The session dispatches them through Mojentic.LLM.Tools.ParallelToolRunner
by default — when the model emits multiple function_call items in
one turn, they execute concurrently via Task.async_stream/3 and the
results are submitted back as function_call_output items before the
next response.create lands.
Audio I/O
The library is hardware-free. Use Session.send_audio_frame/2
with raw PCM16 binaries and consume :assistant_audio_delta events
to play audio back. For a portable example, read frames from a WAV
file and write the assistant's response to another WAV file.
For live device I/O, integrate a platform audio library at the
boundary (Membrane, PortAudio, etc.); the session API stays the same.
Interruption
The default on_interrupt: :drop policy discards tool outputs from
a cancelled batch so the next turn isn't polluted by stale answers.
Alternatives:
	:submit_completed_only — submit only outcomes that finished
before the cancel landed (snake_case; matches the atom in code).
	:submit — submit every outcome, even after the cancel.

Manual interruption: Session.interrupt(session).
Server-driven barge-in: the session detects
input_audio_buffer.speech_started mid-response and cancels
automatically.


  

    Streaming Responses

Streaming allows you to receive LLM responses chunk-by-chunk as they are generated, improving perceived latency for users.
Basic Streaming
Use Broker.generate_stream/3 to get a stream of chunks:
alias Mojentic.LLM.{Broker, Message}
alias Mojentic.LLM.Gateways.Ollama

broker = Broker.new("qwen3:32b", Ollama)
messages = [Message.user("Tell me a story.")]

stream = Broker.generate_stream(broker, messages)

for {:ok, chunk} <- stream do
  IO.write(chunk)
end
Streaming with Tools
Mojentic supports streaming even when tools are involved. The broker will pause streaming to execute tools and then resume streaming the final response.
alias Mojentic.LLM.Tools.DateResolver

tools = [DateResolver]
stream = Broker.generate_stream(broker, messages, tools)

# The stream will contain text chunks.
# Tool execution happens transparently in the background.
for {:ok, chunk} <- stream do
  IO.write(chunk)
end
Async Streams
For integration with Phoenix LiveView or other async processes, you can consume the stream asynchronously. The stream implements the Enumerable protocol, so it works with standard Elixir stream functions.


  

    Embeddings

Embeddings allow you to convert text into vector representations, which are useful for semantic search, clustering, and similarity comparisons.
Setup
You need an embedding model. Ollama supports models like mxbai-embed-large or nomic-embed-text.
alias Mojentic.LLM.Gateways.EmbeddingsGateway

# Initialize gateway
gateway = EmbeddingsGateway.new(model: "mxbai-embed-large")
Generating Embeddings
text = "The quick brown fox jumps over the lazy dog."
{:ok, vector} = EmbeddingsGateway.embed(gateway, text)

IO.inspect(vector)
# => [0.123, -0.456, ...]
Batch Processing
You can embed multiple texts at once:
texts = ["Hello", "World"]
{:ok, vectors} = EmbeddingsGateway.embed_batch(gateway, texts)
Cosine Similarity
Mojentic provides utilities to calculate similarity between vectors:
alias Mojentic.Math.Vector

similarity = Vector.cosine_similarity(vector1, vector2)


  

    OpenAI Model Registry

The OpenAI Model Registry manages model-specific configurations, capabilities, and parameter requirements for OpenAI models. The registry is an immutable struct that classifies models and tracks their capabilities, enabling the broker to make appropriate API calls with correct parameters.
Model Types
The registry classifies models into four categories:
	:reasoning - Models like o1, o3, gpt-5 that use max_completion_tokens instead of max_tokens
	:chat - Standard chat models that use max_tokens
	:embedding - Text embedding models
	:moderation - Content moderation models

Model Capabilities
Each model has an associated capabilities map with the following fields:
	model_type - Atom indicating model category (:reasoning, :chat, :embedding, :moderation)
	supports_tools - Boolean indicating function/tool calling support
	supports_streaming - Boolean indicating streaming response support
	supports_vision - Boolean indicating image input support
	max_context_tokens - Maximum input context tokens (integer or nil)
	max_output_tokens - Maximum output tokens (integer or nil)
	supported_temperatures - Temperature parameter constraints:	nil - all temperature values allowed
	[] - no temperature parameter accepted
	[1.0] - only specific value(s) allowed


	supports_chat_api - Boolean indicating /v1/chat/completions endpoint support
	supports_completions_api - Boolean indicating /v1/completions endpoint support
	supports_responses_api - Boolean indicating /v1/responses endpoint support

API Endpoint Support
OpenAI models support three different API endpoints:
	Chat API - /v1/chat/completions - Most models use this endpoint (default)
	Completions API - /v1/completions - Legacy models (babbage-002, davinci-002, gpt-3.5-turbo-instruct)
	Responses API - /v1/responses - Newer models (gpt-5-pro, codex-mini-latest, o1-pro)

Some models support multiple endpoints:
	gpt-4o-mini supports both Chat and Completions
	gpt-5.1 supports both Chat and Responses

Note: The current gateway implementation only calls the Chat API. The endpoint support flags are informational and will be used in future gateway enhancements.
Usage
alias Mojentic.LLM.Gateways.OpenAIModelRegistry

# Create a registry
registry = OpenAIModelRegistry.new()

# Look up model capabilities
caps = OpenAIModelRegistry.get_model_capabilities(registry, "gpt-4o")
caps.model_type          # :chat
caps.supports_tools      # true
caps.supports_streaming  # true
caps.supports_chat_api   # true

# Check endpoint support for a dual-endpoint model
mini_caps = OpenAIModelRegistry.get_model_capabilities(registry, "gpt-4o-mini")
mini_caps.supports_completions_api  # true
mini_caps.supports_chat_api         # true

# Check a responses-only model
pro_caps = OpenAIModelRegistry.get_model_capabilities(registry, "gpt-5-pro")
pro_caps.supports_chat_api          # false
pro_caps.supports_responses_api     # true

# Get the correct token limit parameter name
OpenAIModelRegistry.get_token_limit_param(registry, "o1")
# => "max_completion_tokens"

OpenAIModelRegistry.get_token_limit_param(registry, "gpt-4o")
# => "max_tokens"

# Check temperature support
OpenAIModelRegistry.supports_temperature?(registry, "gpt-4", 0.7)  # true
OpenAIModelRegistry.supports_temperature?(registry, "o1", 0.7)     # false
OpenAIModelRegistry.supports_temperature?(registry, "o1", 1.0)     # true

# Register a custom model (returns new registry - immutable)
new_registry = OpenAIModelRegistry.register_model(registry, "custom-model", %{
  model_type: :chat,
  supports_tools: true,
  supports_streaming: true,
  supports_vision: false,
  max_context_tokens: 8000,
  max_output_tokens: 4000,
  supported_temperatures: nil,
  supports_chat_api: true,
  supports_completions_api: false,
  supports_responses_api: false
})
Model Categories by Endpoint
Chat-only Models
Most GPT-4 variants, o1, o3, o4-mini, gpt-5 base models:
	gpt-4, gpt-4-turbo, gpt-4o
	o1, o1-mini, o3, o3-mini, o4-mini
	gpt-5, gpt-5-mini

Completions-only Models
Legacy models that only support the Completions API:
	babbage-002
	davinci-002
	gpt-3.5-turbo-instruct

Dual-endpoint Models (Chat + Completions)
	gpt-4o-mini
	gpt-4.1-nano
	gpt-5.1

Dual-endpoint Models (Chat + Responses)
GPT-5.4 and GPT-5.5 reasoning models support both the Chat and Responses APIs:
	gpt-5.4, gpt-5.4-mini, gpt-5.4-nano
	gpt-5.5, gpt-5.5-pro

These are registered explicitly (not via the gpt-5 tier formula) because they have
much larger context windows — 1,050,000 tokens for the base/pro tiers and 400,000
tokens for mini/nano — with a 128,000-token output cap. They also support vision
(image input) and accept only temperature = 1.0.
Responses-only Models
Newer models using the Responses API:
	gpt-5-pro
	codex-mini-latest
	o1-pro, o3-pro
	o3-deep-research, o4-mini-deep-research

Pattern Matching
The registry uses pattern matching to infer capabilities for unknown models based on name patterns. For example:
	Models starting with o1 are classified as reasoning models
	Models containing vision are marked with vision support
	Models ending in instruct are flagged as completions-only

This allows the registry to handle new model variants without requiring explicit registration.
Immutability
The registry follows Elixir's immutable data structures. All modification functions (register_model/3, register_pattern/3) return a new registry instance:
registry1 = OpenAIModelRegistry.new()
registry2 = OpenAIModelRegistry.register_model(registry1, "custom-model", capabilities)

# registry1 remains unchanged
# registry2 contains the new model


  

    Mojentic

[image: Hex.pm]
[image: License: MIT]
[image: Elixir]
An LLM integration framework for Elixir with full feature parity across Python, Rust, and TypeScript implementations.
Mojentic provides a clean abstraction over multiple LLM providers (OpenAI, Ollama) with tool support, structured output generation, streaming, and a complete event-driven agent system.
🚀 Features
	🔌 Multiple Providers: OpenAI and Ollama gateways
	🛠️ Tool Support: Extensible tool system with automatic recursive execution
	📊 Structured Output: Type-safe response parsing with JSON schemas
	🌊 Streaming: Real-time streaming with full tool calling support
	🔍 Tracer System: Complete observability for debugging and monitoring
	🤖 Agent System: Event-driven multi-agent coordination with ReAct pattern
	🏗️ OTP Design: GenServer-based components ready for supervision trees
	📦 24 Examples: Comprehensive examples demonstrating all features

📦 Installation
Add mojentic to your list of dependencies in mix.exs:
def deps do
  [
    {:mojentic, "~> 1.0.0"}
  ]
end
Quick Start
Simple Text Generation
alias Mojentic.LLM.{Broker, Message}
alias Mojentic.LLM.Gateways.Ollama

broker = Broker.new("qwen3:32b", Ollama)
messages = [Message.user("What is Elixir?")]
{:ok, response} = Broker.generate(broker, messages)
IO.puts(response)
Structured Output
schema = %{
  type: "object",
  properties: %{
    sentiment: %{type: "string"},
    confidence: %{type: "number"}
  },
  required: ["sentiment", "confidence"]
}

messages = [Message.user("I love this product!")]
{:ok, result} = Broker.generate_object(broker, messages, schema)
IO.inspect(result)
# => %{"sentiment" => "positive", "confidence" => 0.95}
Tool Usage
defmodule WeatherTool do
  @behaviour Mojentic.LLM.Tools.Tool

  @impl true
  def run(args) do
    location = Map.get(args, "location", "unknown")
    {:ok, %{location: location, temperature: 22, condition: "sunny"}}
  end

  @impl true
  def descriptor do
    %{
      type: "function",
      function: %{
        name: "get_weather",
        description: "Get current weather for a location",
        parameters: %{
          type: "object",
          properties: %{
            location: %{type: "string", description: "City name"}
          },
          required: ["location"]
        }
      }
    }
  end
end

tools = [WeatherTool]
messages = [Message.user("What's the weather in SF?")]
{:ok, response} = Broker.generate(broker, messages, tools)
IO.puts(response)
Examples
See the examples/ directory for complete runnable examples:
# Simple LLM text generation
mix run examples/simple_llm.exs

# Structured output with JSON schema
mix run examples/structured_output.exs

# Tool usage with automatic tool calling
mix run examples/tool_usage.exs

Configuration
Environment Variables
	OLLAMA_HOST - Ollama server URL (default: http://localhost:11434)

Architecture
Mojentic is structured in three layers:
Layer 1: LLM Integration
	Mojentic.LLM.Broker - Main interface for LLM interactions
	Mojentic.LLM.Gateway - Behaviour for LLM provider implementations
	Gateway implementations: Ollama, OpenAI
	Mojentic.LLM.ChatSession - Conversational session management
	Mojentic.LLM.TokenizerGateway - Token counting
	Mojentic.LLM.EmbeddingsGateway - Vector embeddings
	Comprehensive tool system with 10+ built-in tools

Layer 2: Tracer System
	Mojentic.Tracer.System - Event recording GenServer
	Mojentic.Tracer.EventStore - Event persistence and querying
	Correlation ID tracking across requests
	LLM call, response, and tool events

Layer 3: Agent System
	Mojentic.AsyncDispatcher - Event routing GenServer
	Mojentic.Router - Event-to-agent routing
	Mojentic.Agents.BaseLLMAgent - Foundation for LLM agents
	Mojentic.Agents.AsyncLLMAgent - Async agent with GenServer
	Mojentic.Agents.IterativeProblemSolver - Multi-step reasoning
	Mojentic.Agents.SimpleRecursiveAgent - Self-recursive processing
	Mojentic.Context.SharedWorkingMemory - Agent context sharing
	ReAct pattern implementation

📚 Documentation
Generate documentation locally:
mix docs
open doc/index.html

🧪 Development
# Install dependencies
mix deps.get

# Compile
mix compile

# Run tests
mix test

# Format code
mix format

# Run code quality checks
mix credo --strict

# Security audit
mix deps.audit

📄 License
MIT License - see LICENSE
Credits
Mojentic is a Mojility product by Stacey Vetzal.


  

    AI Assistant Guidelines

Why this project exists and what problem does it solve: @CHARTER.md
Usage Rules
IMPORTANT: Consult these usage rules early and often when working with the packages listed below.
Before attempting to use any of these packages or to discover if you should use them, review their
usage rules to understand the correct patterns, conventions, and best practices.
usage_rules usage
A dev tool for Elixir projects to gather LLM usage rules from dependencies
Using Usage Rules
Many packages have usage rules, which you should thoroughly consult before taking any
action. These usage rules contain guidelines and rules directly from the package authors.
They are your best source of knowledge for making decisions.
Modules & functions in the current app and dependencies
When looking for docs for modules & functions that are dependencies of the current project,
or for Elixir itself, use mix usage_rules.docs
# Search a whole module
mix usage_rules.docs Enum

# Search a specific function
mix usage_rules.docs Enum.zip

# Search a specific function & arity
mix usage_rules.docs Enum.zip/1
Searching Documentation
You should also consult the documentation of any tools you are using, early and often. The best
way to accomplish this is to use the usage_rules.search_docs mix task. Once you have
found what you are looking for, use the links in the search results to get more detail. For example:
# Search docs for all packages in the current application, including Elixir
mix usage_rules.search_docs Enum.zip

# Search docs for specific packages
mix usage_rules.search_docs Req.get -p req

# Search docs for multi-word queries
mix usage_rules.search_docs "making requests" -p req

# Search only in titles (useful for finding specific functions/modules)
mix usage_rules.search_docs "Enum.zip" --query-by title
usage_rules:elixir usage
Elixir Core Usage Rules
Pattern Matching
	Use pattern matching over conditional logic when possible
	Prefer to match on function heads instead of using if/else or case in function bodies
	%{} matches ANY map, not just empty maps. Use map_size(map) == 0 guard to check for truly empty maps

Error Handling
	Use {:ok, result} and {:error, reason} tuples for operations that can fail
	Avoid raising exceptions for control flow
	Use with for chaining operations that return {:ok, _} or {:error, _}

Common Mistakes to Avoid
	Elixir has no return statement, nor early returns. The last expression in a block is always returned.
	Don't use Enum functions on large collections when Stream is more appropriate
	Avoid nested case statements - refactor to a single case, with or separate functions
	Don't use String.to_atom/1 on user input (memory leak risk)
	Lists and enumerables cannot be indexed with brackets. Use pattern matching or Enum functions
	Prefer Enum functions like Enum.reduce over recursion
	When recursion is necessary, prefer to use pattern matching in function heads for base case detection
	Using the process dictionary is typically a sign of unidiomatic code
	Only use macros if explicitly requested
	There are many useful standard library functions, prefer to use them where possible

Function Design
	Use guard clauses: when is_binary(name) and byte_size(name) > 0
	Prefer multiple function clauses over complex conditional logic
	Name functions descriptively: calculate_total_price/2 not calc/2
	Predicate function names should not start with is and should end in a question mark.
	Names like is_thing should be reserved for guards

Data Structures
	Use structs over maps when the shape is known: defstruct [:name, :age]
	Prefer keyword lists for options: [timeout: 5000, retries: 3]
	Use maps for dynamic key-value data
	Prefer to prepend to lists [new | list] not list ++ [new]


Mix Tasks
	Use mix help to list available mix tasks
	Use mix help task_name to get docs for an individual task
	Read the docs and options fully before using tasks

Testing
	Run tests in a specific file with mix test test/my_test.exs and a specific test with the line number mix test path/to/test.exs:123
	Limit the number of failed tests with mix test --max-failures n
	Use @tag to tag specific tests, and mix test --only tag to run only those tests
	Use assert_raise for testing expected exceptions: assert_raise ArgumentError, fn -> invalid_function() end
	Use mix help test to for full documentation on running tests

Debugging
	Use dbg/1 to print values while debugging. This will display the formatted value and other relevant information in the console.

usage_rules:otp usage
OTP Usage Rules
GenServer Best Practices
	Keep state simple and serializable
	Handle all expected messages explicitly
	Use handle_continue/2 for post-init work
	Implement proper cleanup in terminate/2 when necessary

Process Communication
	Use GenServer.call/3 for synchronous requests expecting replies
	Use GenServer.cast/2 for fire-and-forget messages.
	When in doubt, use call over cast, to ensure back-pressure
	Set appropriate timeouts for call/3 operations

Fault Tolerance
	Set up processes such that they can handle crashing and being restarted by supervisors
	Use :max_restarts and :max_seconds to prevent restart loops

Task and Async
	Use Task.Supervisor for better fault tolerance
	Handle task failures with Task.yield/2 or Task.shutdown/2
	Set appropriate task timeouts
	Use Task.async_stream/3 for concurrent enumeration with back-pressure

igniter usage
A code generation and project patching framework
igniter usage rules
Development Workflow
	Trunk-based development: main is the only long-lived branch.
	All work lands on main via direct commit.
	Feature branches are not pushed to origin.
	Pull requests are not used.
	Short-lived local working branches (e.g. from hopper worktrees) are merged to main and deleted locally before work is considered complete.

Quality Guidelines
MANDATORY Pre-Commit Quality Gates
STOP: Before considering ANY work complete or committing code, you MUST run ALL quality checks:
# Complete quality gate check (run this EVERY TIME)
mix format --check-formatted && \
mix credo --strict && \
mix test && \
mix audit

Why this matters: Examples and tests must pass compilation and linting. When examples fail, users cannot learn from them. Always validate the entire project, not just the code you changed.
If any check fails:
	STOP immediately
	Fix the root cause (don't suppress warnings)
	Re-run all checks
	Only proceed when all pass

Additional Quality Practices
	Write unit tests for new functions
	Ensure existing tests pass when updating code
	Run mix test after writing/updating tests
	Run mix test --cover on task completion (coverage above threshold)
	Run mix credo --strict on task completion and fix issues

Security Guidelines
	Run mix deps.audit and mix hex.audit after dependency changes
	Run mix hex.outdated to check outdated dependencies
	Run mix sobelow --config on task completion and fix issues

Release Process
Versioning
	Follow semantic versioning (semver): MAJOR.MINOR.PATCH
	Update version in mix.exs
	Update CHANGELOG.md with release notes

Publishing a Release
The release pipeline is fully automated. When you create a GitHub release, the CI/CD workflow will:
	Run all quality checks (format, credo, test, security audit)
	Build and publish the package to Hex.pm
	Deploy documentation to GitHub Pages

Steps to Release
# 1. Update version in mix.exs (e.g., @version "1.1.0")

# 2. Update CHANGELOG.md
#    - Add new version section with date: ## [1.1.0] - YYYY-MM-DD
#    - Document all changes under appropriate headers (Added, Changed, Fixed, etc.)

# 3. Commit and push
git add mix.exs CHANGELOG.md
git commit -m "chore: prepare v1.1.0 release"
git push origin main

# 4. Create GitHub release (this triggers the publish)
gh release create v1.1.0 \
  --title "v1.1.0 - Release Title" \
  --notes "## What's New

- Feature 1
- Feature 2

See [CHANGELOG.md](CHANGELOG.md) for full details."

The pipeline will automatically publish to Hex.pm using the HEX_API_KEY secret configured in the repository.
CI/CD Pipeline
The GitHub Actions workflow (.github/workflows/build.yml) runs:
	Trigger	Quality Checks	Docs Deploy	Hex Publish
	Push to main	✅	❌	❌
	Pull request	✅	❌	❌
	Release published	✅	✅	✅

Required GitHub Secrets:
	HEX_API_KEY - Hex.pm API key for publishing (generate with mix hex.user key generate)

Pre-Release Checklist
Before creating a release:
	[ ] All tests pass: mix test
	[ ] Format check passes: mix format --check-formatted
	[ ] Credo passes: mix credo --strict
	[ ] Security audit clean: mix audit
	[ ] Docs build: mix docs
	[ ] Version updated in mix.exs
	[ ] CHANGELOG.md updated
	[ ] Changes committed and pushed to main

Version Synchronization
All mojentic ports (mojentic-py, mojentic-ts, mojentic-ex, mojentic-ru) share synchronized major and minor version numbers. When releasing:
	Patch releases (X.Y.Z → X.Y.Z+1) can be made independently per port
	Minor releases (X.Y.0 → X.Y+1.0) must be coordinated — all four ports bump together
	Major releases (X.0.0 → X+1.0.0) must be coordinated — all four ports bump together

Before tagging a minor or major release, verify the other three ports are also ready to release at the same version.
Current ports:
	mojentic-py (Python) — pyproject.toml
	mojentic-ts (TypeScript) — package.json
	mojentic-ex (Elixir) — mix.exs
	mojentic-ru (Rust) — Cargo.toml

Useful Commands
Development
mix deps.get       # Install dependencies
mix compile        # Compile project

Testing
mix test                           # All tests
mix test test/path/to/test.exs     # Specific file
mix test test/path/to/test.exs:42  # Specific line
mix test --cover                   # With coverage

Quality Checks
mix format                    # Format code
mix format --check-formatted  # Check formatting
mix credo --strict            # Linting
mix audit                     # Security audit

Documentation
mix docs        # Generate documentation

Before Committing
mix format --check-formatted && mix credo --strict && mix test && mix audit
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GenServer-based agent that aggregates events by correlation ID.
The aggregator waits for multiple event types before processing them together.
This is useful for coordinating parallel async operations that need to be
combined (e.g., waiting for fact-checking and answer generation before
producing a final answer).
Features
	Event Accumulation - Collects events by correlation_id
	Type Tracking - Waits for specific event types via event_types_needed
	Timeout Support - Configurable timeout for wait_for_events/3
	Custom Processing - Override process_events/2 callback

State Structure
%{
  events: %{correlation_id => [events]},
  waiters: %{correlation_id => [caller_pids]},
  event_types_needed: [EventType1, EventType2, ...]
}
Usage
Start the aggregator as a supervised process:
{:ok, pid} = AsyncAggregatorAgent.start_link(
  event_types_needed: [FactCheckEvent, AnswerEvent],
  process_events_fn: &MyModule.process_events/2
)
Or implement as a module:
defmodule FinalAnswerAgent do
  use Mojentic.Agents.AsyncAggregatorAgent

  def start_link(opts) do
    AsyncAggregatorAgent.start_link(
      event_types_needed: [FactCheckEvent, AnswerEvent],
      process_events_fn: &__MODULE__.process_events/2,
      name: __MODULE__
    )
  end

  def process_events(events, state) do
    fact_event = Enum.find(events, &match?(%FactCheckEvent{}, &1))
    answer_event = Enum.find(events, &match?(%AnswerEvent{}, &1))

    final_event = %FinalAnswerEvent{
      source: __MODULE__,
      correlation_id: fact_event.correlation_id,
      answer: answer_event.answer,
      facts: fact_event.facts
    }

    {:ok, [final_event], state}
  end
end
Examples
# Start the aggregator
{:ok, pid} = AsyncAggregatorAgent.start_link(
  event_types_needed: [EventA, EventB],
  process_events_fn: &process/2
)

# Dispatch events (via dispatcher or directly)
AsyncAggregatorAgent.receive_event(pid, event_a)
AsyncAggregatorAgent.receive_event(pid, event_b)

# Wait for all needed events
{:ok, result_events} = AsyncAggregatorAgent.wait_for_events(
  pid,
  correlation_id,
  timeout: 5000
)
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    Functions
  


    
      
        __using__(opts)

      


        Enables using this module in your own aggregator implementations.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        receive_event(pid, event)

      


        Receives an event and processes it according to async agent behaviour.



    


    
      
        start_link(opts)

      


        Starts the aggregator agent as a linked process.



    


    
      
        wait_for_events(pid, correlation_id, opts \\ [])

      


        Waits for all needed events for a specific correlation_id.



    





      


      
        Types


        


  
    
      
    
    
      state()



        
          
        

    

  


  

      

          @type state() :: %{
  events: %{required(String.t()) => [Mojentic.Event.t()]},
  results: %{required(String.t()) => [Mojentic.Event.t()]},
  waiters: %{required(String.t()) => [GenServer.from()]},
  event_types_needed: [module()],
  process_events_fn: ([Mojentic.Event.t()], state() ->
                        {:ok, [Mojentic.Event.t()], state()})
}
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Enables using this module in your own aggregator implementations.
Example
defmodule MyAggregator do
  use Mojentic.Agents.AsyncAggregatorAgent

  def start_link do
    AsyncAggregatorAgent.start_link(
      event_types_needed: [EventA, EventB],
      process_events_fn: &__MODULE__.process_events/2,
      name: __MODULE__
    )
  end

  def process_events(events, state) do
    # Custom processing logic
    {:ok, [result_event], state}
  end
end
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Returns a specification to start this module under a supervisor.
See Supervisor.
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Receives an event and processes it according to async agent behaviour.
This is the main entry point called by the dispatcher. The agent will:
	Store the event under its correlation_id
	Check if all needed event types have arrived
	If complete, call process_events_fn and notify waiters
	Return the resulting events

Parameters
	pid - The aggregator process
	event - The event to process

Returns
	{:ok, [Event.t()]} - Successfully processed, returns new events
	{:error, reason} - Processing failed

Examples
{:ok, events} = AsyncAggregatorAgent.receive_event(pid, event)
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Starts the aggregator agent as a linked process.
Options
	:event_types_needed - List of event type modules to wait for (required)
	:process_events_fn - Function to call when all events collected (required)
	:name - Process registration name (optional)

Examples
{:ok, pid} = AsyncAggregatorAgent.start_link(
  event_types_needed: [EventA, EventB],
  process_events_fn: &MyModule.process/2
)

  



    

  
    
      
    
    
      wait_for_events(pid, correlation_id, opts \\ [])



        
          
        

    

  


  

Waits for all needed events for a specific correlation_id.
This function blocks the caller until all required event types have been
received for the given correlation_id, or until the timeout is reached.
Parameters
	pid - The aggregator process
	correlation_id - The correlation ID to wait for
	opts - Keyword list with:	:timeout - Maximum wait time in milliseconds (default: 5000)



Returns
	{:ok, [Event.t()]} - All events received and processed
	{:error, :timeout} - Timeout reached before all events arrived

Examples
{:ok, events} = AsyncAggregatorAgent.wait_for_events(
  pid,
  "correlation-123",
  timeout: 10_000
)
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Asynchronous agent that uses an LLM to generate responses.
This module provides a reusable pattern for creating async agents that
interact with language models. It wraps the synchronous Mojentic.LLM.Broker
operations in async tasks to avoid blocking the dispatcher.
Features
	Behaviour - System prompt defining agent personality
	Response Model - JSON schema for structured output
	Tools - List of tools available to the LLM
	Async Generation - Non-blocking LLM calls

Usage
You can use this module in two ways:
	Direct instantiation with new/1 (returns a map with behaviour)
	Implementation helper with use Mojentic.Agents.AsyncLLMAgent in your module

Examples
# Option 1: Direct instantiation
defmodule MyAgent do
  @behaviour Mojentic.Agents.BaseAsyncAgent

  def init(broker) do
    AsyncLLMAgent.new(
      broker: broker,
      behaviour: "You are a helpful fact-checker.",
      response_model: %{
        "type" => "object",
        "properties" => %{
          "facts" => %{"type" => "array", "items" => %{"type" => "string"}}
        }
      }
    )
  end

  @impl true
  def receive_event_async(event) do
    agent = init(broker)
    prompt = "Check facts about: #{event.question}"
    {:ok, response} = AsyncLLMAgent.generate_response(agent, prompt)
    {:ok, [create_fact_event(response, event.correlation_id)]}
  end
end

# Option 2: Using the module directly
defmodule FactChecker do
  use Mojentic.Agents.AsyncLLMAgent

  def init(broker) do
    new(
      broker: broker,
      behaviour: "You are a fact-checker.",
      response_model: fact_schema()
    )
  end
end
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    Functions
  


    
      
        __using__(opts)

      


        Enables using this module in your own agent modules.



    


    
      
        create_initial_messages(async_llm_agent)

      


        Creates initial messages from the agent's behaviour.



    


    
      
        generate_response(agent, content)

      


        Generates a response from the LLM asynchronously.



    


    
      
        new(opts)

      


        Creates a new AsyncLLMAgent configuration.
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          @type t() :: %Mojentic.Agents.AsyncLLMAgent{
  behaviour: String.t(),
  broker: Mojentic.LLM.Broker.t(),
  response_model: map() | nil,
  tools: [module()] | nil
}
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Enables using this module in your own agent modules.
When you use Mojentic.Agents.AsyncLLMAgent, you get helper functions
for working with async LLM agents in your own implementations.
Example
defmodule MyFactChecker do
  use Mojentic.Agents.AsyncLLMAgent

  @behaviour Mojentic.Agents.BaseAsyncAgent

  def init(broker) do
    new(
      broker: broker,
      behaviour: "You are a fact-checker.",
      response_model: my_schema()
    )
  end

  @impl true
  def receive_event_async(event) do
    agent = init(get_broker())
    {:ok, response} = generate_response(agent, event.question)
    {:ok, [create_event(response, event)]}
  end
end
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Creates initial messages from the agent's behaviour.
Returns a list containing the system message with the agent's behaviour.
Examples
iex> agent = AsyncLLMAgent.new(broker: broker, behaviour: "You are helpful.")
iex> AsyncLLMAgent.create_initial_messages(agent)
[%Message{role: :system, content: "You are helpful."}]
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Generates a response from the LLM asynchronously.
This function wraps the synchronous broker call in a Task to avoid blocking.
It handles both structured output (via response_model) and free-form generation.
Parameters
	agent - The AsyncLLMAgent configuration
	content - The user prompt string

Returns
	{:ok, response} - The LLM response (string or parsed object)
	{:error, reason} - Generation failed

Examples
{:ok, response} = AsyncLLMAgent.generate_response(agent, "What is 2+2?")

# With structured output
{:ok, %{"answer" => "4", "confidence" => 1.0}} =
  AsyncLLMAgent.generate_response(agent, "What is 2+2?")
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Creates a new AsyncLLMAgent configuration.
Parameters
	opts - Keyword list with:	:broker - LLM broker instance (required)
	:behaviour - System prompt defining agent behavior (required)
	:response_model - JSON schema for structured output (optional)
	:tools - List of tool modules (optional)



Examples
broker = Broker.new("qwen3:32b", Ollama)

agent = AsyncLLMAgent.new(
  broker: broker,
  behaviour: "You are a helpful assistant.",
  response_model: %{
    "type" => "object",
    "properties" => %{
      "answer" => %{"type" => "string"},
      "confidence" => %{"type" => "number"}
    }
  }
)

  


        

      


  

    
Mojentic.Agents.BaseAgent behaviour
    



      
Behaviour for synchronous agents that process events.
Synchronous agents implement the receive_event/1 callback to process
incoming events and return a list of new events. This is the simplest
agent interface, suitable for agents that don't need to perform async
operations.
For agents that need to perform I/O, LLM calls, or other async operations,
use Mojentic.Agents.BaseAsyncAgent instead.
Callbacks
	receive_event/1 - Processes an event and returns new events

Examples
defmodule MyAgent do
  @behaviour Mojentic.Agents.BaseAgent

  @impl true
  def receive_event(event) do
    # Process event synchronously
    new_event = %MyEvent{
      source: __MODULE__,
      correlation_id: event.correlation_id,
      data: process(event.data)
    }
    [new_event]
  end
end
Default Implementation
If you want a default no-op implementation, you can use the __using__ macro:
defmodule MyAgent do
  use Mojentic.Agents.BaseAgent

  # Override receive_event/1 as needed
end

      


      
        Summary


  
    Callbacks
  


    
      
        receive_event(event)

      


        Receives and processes an event synchronously.



    





  
    Functions
  


    
      
        __using__(opts)

      


        Allows using BaseAgent with default implementation.



    





      


      
        Callbacks


        


  
    
      
    
    
      receive_event(event)



        
          
        

    

  


  

      

          @callback receive_event(event :: Mojentic.Event.t()) :: [Mojentic.Event.t()]


      


Receives and processes an event synchronously.
This callback is invoked when an event is routed to this agent.
The agent should process the event and return a list of new events
to be dispatched, or an empty list if no further events are needed.
Parameters
	event - The event to process (implements Mojentic.Event)

Returns
	[Event.t()] - List of new events to dispatch (can be empty)

Examples
def receive_event(%QuestionEvent{question: question} = event) do
  answer = compute_answer(question)
  [%AnswerEvent{
    source: __MODULE__,
    correlation_id: event.correlation_id,
    answer: answer
  }]
end

# Return empty list when no response is needed
def receive_event(_event) do
  []
end

  


        

      

      
        Functions


        


  
    
      
    
    
      __using__(opts)


        (macro)


        
          
        

    

  


  

Allows using BaseAgent with default implementation.
When you use Mojentic.Agents.BaseAgent, a default implementation
of receive_event/1 is provided that returns an empty list.
Example
defmodule MyAgent do
  use Mojentic.Agents.BaseAgent

  # Default receive_event/1 returns []
  # Override if you need custom behavior:
  #
  # @impl true
  # def receive_event(event) do
  #   # Your implementation
  # end
end

  


        

      


  

    
Mojentic.Agents.BaseAsyncAgent behaviour
    



      
Behaviour for asynchronous agents that process events.
Async agents implement the receive_event_async/1 callback to process
incoming events asynchronously. This allows agents to perform I/O operations,
call LLMs, or execute long-running tasks without blocking the dispatcher.
The key difference from synchronous agents is that async agents return
{:ok, events} or {:error, reason} tuples, and the dispatcher awaits
their completion using OTP patterns (typically via GenServer or Task).
Callbacks
	receive_event_async/1 - Processes an event and returns new events

Examples
defmodule MyAsyncAgent do
  @behaviour Mojentic.Agents.BaseAsyncAgent

  @impl true
  def receive_event_async(event) do
    # Process event asynchronously
    case process(event) do
      {:ok, result} ->
        new_event = %MyEvent{
          source: __MODULE__,
          correlation_id: event.correlation_id,
          data: result
        }
        {:ok, [new_event]}

      {:error, reason} ->
        {:error, reason}
    end
  end
end

      


      
        Summary


  
    Callbacks
  


    
      
        receive_event_async(event)

      


        Receives and processes an event asynchronously.



    





      


      
        Callbacks


        


  
    
      
    
    
      receive_event_async(event)



        
          
        

    

  


  

      

          @callback receive_event_async(event :: Mojentic.Event.t()) ::
  {:ok, [Mojentic.Event.t()]} | {:error, term()}


      


Receives and processes an event asynchronously.
This callback is invoked by the async dispatcher when an event is routed
to this agent. The agent should process the event and return a list of
new events to be dispatched, or an empty list if no further events are needed.
Parameters
	event - The event to process (implements Mojentic.Event)

Returns
	{:ok, [Event.t()]} - Successfully processed, returns new events
	{:error, term()} - Processing failed with a reason

Examples
def receive_event_async(%QuestionEvent{question: question} = event) do
  answer = generate_answer(question)
  new_event = %AnswerEvent{
    source: __MODULE__,
    correlation_id: event.correlation_id,
    answer: answer
  }
  {:ok, [new_event]}
end

  


        

      


  

    
Mojentic.Agents.BaseLLMAgent 
    



      
A basic LLM agent with behaviour, tools, and broker.
This agent encapsulates an LLM broker, a set of tools, and behavioural
instructions, providing a complete agent that can be used standalone or
wrapped as a tool for delegation patterns.
Examples
alias Mojentic.Agents.BaseLLMAgent
alias Mojentic.LLM.Broker

broker = Broker.new("qwen3:7b", Mojentic.LLM.Gateways.Ollama)

agent = BaseLLMAgent.new(
  broker: broker,
  behaviour: "You are a helpful historian specializing in ancient civilizations.",
  tools: [DateResolver]
)

{:ok, response} = BaseLLMAgent.generate_response(agent, "When was Rome founded?")
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    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        create_initial_messages(base_llm_agent)

      


        Creates initial messages from the agent's behaviour.



    


    
      
        generate_response(agent, content)

      


        Generates a response from the agent for the given input.



    


    
      
        new(opts)

      


        Creates a new BaseLLMAgent.
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      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.Agents.BaseLLMAgent{
  behaviour: String.t(),
  broker: Mojentic.LLM.Broker.t(),
  tools: [module()] | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      create_initial_messages(base_llm_agent)



        
          
        

    

  


  

Creates initial messages from the agent's behaviour.
Returns a list containing the system message with the agent's behaviour.
Examples
iex> agent = BaseLLMAgent.new(broker: broker, behaviour: "You are helpful.")
iex> BaseLLMAgent.create_initial_messages(agent)
[%Message{role: :system, content: "You are helpful."}]

  



  
    
      
    
    
      generate_response(agent, content)



        
          
        

    

  


  

Generates a response from the agent for the given input.
Creates initial messages from the agent's behaviour, appends the user input,
and calls the broker to generate a response using the agent's tools.
Parameters
	agent: The BaseLLMAgent instance
	content: The user input string

Returns
	{:ok, response} on success
	{:error, reason} on failure

Examples
{:ok, response} = BaseLLMAgent.generate_response(agent, "What is 2+2?")

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

Creates a new BaseLLMAgent.
Parameters
	opts: Keyword list with:	:broker - LLM broker instance (required)
	:behaviour - System message defining agent's personality and role (required)
	:tools - List of tool modules (optional, default: nil)



Examples
broker = Broker.new("qwen3:32b", Ollama)

agent = BaseLLMAgent.new(
  broker: broker,
  behaviour: "You are a helpful assistant.",
  tools: [WeatherTool]
)

  


        

      


  

    
Mojentic.Agents.BaseLLMAgentWithMemory 
    



      
An LLM agent that uses SharedWorkingMemory to remember information.
This agent extends BaseLLMAgent with memory capabilities, allowing it to:
	Access shared working memory in its system context
	Learn new information from conversations
	Merge learned information back into shared memory

The agent automatically includes memory context in its prompts and extracts
memory updates from LLM responses using structured output.
Usage
alias Mojentic.Context.SharedWorkingMemory
alias Mojentic.Agents.BaseLLMAgentWithMemory
alias Mojentic.LLM.Broker

# Create shared memory
memory = SharedWorkingMemory.new(%{
  "User" => %{"name" => "Alice"}
})

# Create broker
broker = Broker.new("qwen2.5:7b", Ollama)

# Create agent with memory
agent = BaseLLMAgentWithMemory.new(
  broker: broker,
  memory: memory,
  behaviour: "You are a helpful assistant.",
  instructions: "Answer questions and remember new facts.",
  response_model: %{
    "type" => "object",
    "required" => ["text"],
    "properties" => %{
      "text" => %{"type" => "string", "description" => "Your response"}
    }
  }
)

# Generate response - memory is automatically included
{:ok, response, updated_memory} =
  BaseLLMAgentWithMemory.generate_response_with_memory(agent, "What's my name?")
Examples
# Create agent that remembers user preferences
memory = SharedWorkingMemory.new(%{})
broker = Broker.new("qwen2.5:7b", Ollama)

agent = BaseLLMAgentWithMemory.new(
  broker: broker,
  memory: memory,
  behaviour: "You are a personal assistant.",
  instructions: "Help the user and remember their preferences.",
  response_model: %{
    "type" => "object",
    "required" => ["response"],
    "properties" => %{
      "response" => %{"type" => "string"}
    }
  }
)

{:ok, response, memory} =
  BaseLLMAgentWithMemory.generate_response_with_memory(
    agent,
    "I prefer dark mode and vim keybindings"
  )

# Memory now contains user preferences
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    Functions
  


    
      
        create_initial_messages(agent)

      


        Creates initial messages with behaviour, memory, and instructions.



    


    
      
        generate_response_with_memory(agent, content)

      


        Generates a response with memory context and updates.



    


    
      
        new(opts)

      


        Creates a new BaseLLMAgentWithMemory.



    


    
      
        update_memory(agent, memory)

      


        Updates an agent's memory reference.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.Agents.BaseLLMAgentWithMemory{
  behaviour: String.t(),
  broker: Mojentic.LLM.Broker.t(),
  instructions: String.t(),
  memory: Mojentic.Context.SharedWorkingMemory.t(),
  response_model: map(),
  tools: [module()] | nil
}
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Creates initial messages with behaviour, memory, and instructions.
The messages include:
	System message with agent behaviour
	Memory context (what the agent remembers)
	User message with instructions

Parameters
	agent - The BaseLLMAgentWithMemory instance

Returns
List of Message structs.
Examples
messages = BaseLLMAgentWithMemory.create_initial_messages(agent)
#=> [
#     %Message{role: :system, content: "You are..."},
#     %Message{role: :user, content: "This is what you remember:..."},
#     %Message{role: :user, content: "Answer questions..."}
#   ]

  



  
    
      
    
    
      generate_response_with_memory(agent, content)



        
          
        

    

  


  

Generates a response with memory context and updates.
This function:
	Creates initial messages with current memory
	Adds the user's content
	Requests structured output with memory field
	Merges memory updates back into SharedWorkingMemory
	Returns the response and updated memory

Parameters
	agent - The BaseLLMAgentWithMemory instance
	content - The user's input string

Returns
	{:ok, response_data, updated_memory} on success
	{:error, reason} on failure

Examples
{:ok, response, memory} =
  BaseLLMAgentWithMemory.generate_response_with_memory(
    agent,
    "My favorite color is blue"
  )

# response contains the structured response (without memory field)
# memory is updated SharedWorkingMemory with new information

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

Creates a new BaseLLMAgentWithMemory.
Parameters
	opts: Keyword list with:	:broker - LLM broker instance (required)
	:memory - SharedWorkingMemory instance (required)
	:behaviour - System message defining agent personality (required)
	:instructions - Instructions for processing events (required)
	:response_model - JSON schema for structured output (required)
	:tools - List of tool modules (optional)



Examples
agent = BaseLLMAgentWithMemory.new(
  broker: broker,
  memory: memory,
  behaviour: "You are a helpful assistant.",
  instructions: "Answer questions and learn new facts.",
  response_model: %{
    "type" => "object",
    "required" => ["answer"],
    "properties" => %{
      "answer" => %{"type" => "string"}
    }
  }
)

  



  
    
      
    
    
      update_memory(agent, memory)



        
          
        

    

  


  

Updates an agent's memory reference.
Returns a new agent struct with the updated memory.
Parameters
	agent - The BaseLLMAgentWithMemory instance
	memory - The new SharedWorkingMemory instance

Examples
agent = BaseLLMAgentWithMemory.update_memory(agent, new_memory)

  


        

      


  

    
Mojentic.Agents.IterativeProblemSolver 
    



      
An agent that iteratively attempts to solve a problem using available tools.
This solver uses a chat-based approach to break down and solve complex problems.
It will continue attempting to solve the problem until it either succeeds,
fails explicitly, or reaches the maximum number of iterations.
The solver uses the ChatSession to maintain conversation state and automatically
handles tool calls through the broker. It monitors the LLM's responses for
completion indicators ("DONE" or "FAIL") to determine when to stop iterating.
Usage
alias Mojentic.LLM.Broker
alias Mojentic.LLM.Gateways.Ollama
alias Mojentic.LLM.Tools.{DateResolver, AskUser}
alias Mojentic.Agents.IterativeProblemSolver

broker = Broker.new("qwen3:32b", Ollama)

solver = IterativeProblemSolver.new(
  broker,
  tools: [DateResolver, AskUser],
  max_iterations: 5
)

case IterativeProblemSolver.solve(solver, "What's the date next Friday?") do
  {:ok, result} -> IO.puts("Result: #{result}")
  {:error, reason} -> IO.puts("Error: #{inspect(reason)}")
end
Options
	:tools - List of tool modules available to the LLM (default: [])
	:max_iterations - Maximum number of iterations before giving up (default: 3)
	:system_prompt - Custom system prompt (default: problem-solving assistant prompt)
	:temperature - LLM temperature for response generation (default: 1.0)

Completion Indicators
The solver monitors the LLM's responses for these keywords:
	"DONE" (case-insensitive) - Task completed successfully
	"FAIL" (case-insensitive) - Task cannot be completed

When either indicator is detected, the solver requests a final summary
and returns that to the caller.
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        new(broker, opts \\ [])

      


        Creates a new IterativeProblemSolver.



    


    
      
        solve(solver, problem)

      


        Executes the problem-solving process.
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          @type t() :: %Mojentic.Agents.IterativeProblemSolver{
  broker: Mojentic.LLM.Broker.t(),
  max_iterations: pos_integer(),
  system_prompt: String.t(),
  temperature: float(),
  tools: [module()]
}


      



  


        

      

      
        Functions
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          @spec new(
  Mojentic.LLM.Broker.t(),
  keyword()
) :: t()


      


Creates a new IterativeProblemSolver.
Parameters
	broker - The LLM broker to use for generating responses
	opts - Keyword list of options:	:tools - List of tool modules (default: [])
	:max_iterations - Maximum iterations (default: 3)
	:system_prompt - Custom system prompt (default: problem-solving prompt)
	:temperature - LLM temperature (default: 1.0)



Examples
broker = Broker.new("qwen3:32b", Ollama)

# With defaults
solver = IterativeProblemSolver.new(broker)

# With custom options
solver = IterativeProblemSolver.new(broker,
  tools: [MyTool],
  max_iterations: 5,
  system_prompt: "You are a specialized assistant.",
  temperature: 0.7
)

  



  
    
      
    
    
      solve(solver, problem)



        
          
        

    

  


  

      

          @spec solve(t(), String.t()) :: {:ok, String.t()} | {:error, term()}


      


Executes the problem-solving process.
This method runs the iterative problem-solving process, continuing until one of
these conditions is met:
	The task is completed successfully ("DONE")
	The task fails explicitly ("FAIL")
	The maximum number of iterations is reached

After the loop completes, the solver requests a summary of the final result,
excluding process details.
Parameters
	solver - The IterativeProblemSolver instance
	problem - The problem or request to be solved

Returns
	{:ok, summary} - Success with final result summary
	{:error, reason} - Error from broker or chat session

Examples
{:ok, result} = IterativeProblemSolver.solve(solver, "Calculate the area of a circle with radius 5")
# => {:ok, "The area is approximately 78.54 square units."}

{:ok, result} = IterativeProblemSolver.solve(solver, "What's the weather tomorrow?")
# Uses tools iteratively to gather info and answer

  


        

      


  

    
Mojentic.Agents.SimpleRecursiveAgent 
    



      
A simple recursive agent that uses events and async to solve problems.
This agent provides a declarative event-driven approach to problem-solving.
It will continue attempting to solve the problem until it either succeeds,
fails explicitly, or reaches the maximum number of iterations.
Architecture
The agent uses three main components:
	GoalState - Tracks the problem-solving state through iterations
	EventEmitter - GenServer that manages event subscriptions and async dispatch
	SimpleRecursiveAgent - Orchestrates the problem-solving process

Events
The agent emits the following events during problem-solving:
	GoalSubmittedEvent - When a problem is submitted
	IterationCompletedEvent - After each iteration completes
	GoalAchievedEvent - When the goal is successfully achieved
	GoalFailedEvent - When the goal explicitly fails
	TimeoutEvent - When the process times out

Usage
alias Mojentic.LLM.{Broker, Gateways.Ollama}
alias Mojentic.LLM.Tools.DateResolver
alias Mojentic.Agents.SimpleRecursiveAgent

broker = Broker.new("qwen3:32b", Ollama)

agent = SimpleRecursiveAgent.new(
  broker,
  tools: [DateResolver],
  max_iterations: 5
)

case SimpleRecursiveAgent.solve(agent, "What's the date next Friday?") do
  {:ok, result} -> IO.puts("Result: #{result}")
  {:error, reason} -> IO.puts("Error: #{inspect(reason)}")
end
Options
	:tools - List of tool modules available to the LLM (default: [])
	:max_iterations - Maximum number of iterations before giving up (default: 5)
	:system_prompt - Custom system prompt (default: problem-solving assistant prompt)

Completion Indicators
The agent treats a response as a completion signal only when the entire response
(after trimming leading and trailing whitespace, case-insensitive) equals exactly
DONE or FAIL.
	DONE — Task completed successfully
	FAIL — Task cannot be completed

Responses that merely contain "done" or "fail" as substrings (e.g. "The task is done"
or "This was a failing approach") do not trigger completion.
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        new(broker, opts \\ [])

      


        Creates a new SimpleRecursiveAgent.



    


    
      
        solve(agent, problem)

      


        Solves a problem asynchronously using the recursive agent.
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          @type t() :: %Mojentic.Agents.SimpleRecursiveAgent{
  broker: Mojentic.LLM.Broker.t(),
  emitter: pid(),
  max_iterations: pos_integer(),
  system_prompt: String.t(),
  tools: [module()]
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(broker, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  Mojentic.LLM.Broker.t(),
  keyword()
) :: t()


      


Creates a new SimpleRecursiveAgent.
Parameters
	broker - The LLM broker to use for generating responses
	opts - Keyword list of options:	:tools - List of tool modules (default: [])
	:max_iterations - Maximum iterations (default: 5)
	:system_prompt - Custom system prompt (default: problem-solving prompt)



Examples
broker = Broker.new("qwen3:32b", Ollama)

# With defaults
agent = SimpleRecursiveAgent.new(broker)

# With custom options
agent = SimpleRecursiveAgent.new(broker,
  tools: [MyTool],
  max_iterations: 10,
  system_prompt: "You are a specialized assistant."
)
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          @spec solve(t(), String.t()) :: {:ok, String.t()} | {:error, term()}


      


Solves a problem asynchronously using the recursive agent.
This method runs the event-driven problem-solving process with a 300-second timeout.
The agent will continue iterating until:
	The task is completed successfully ("DONE")
	The task fails explicitly ("FAIL")
	The maximum number of iterations is reached
	The process times out (300 seconds)

Parameters
	agent - The SimpleRecursiveAgent instance
	problem - The problem or request to be solved

Returns
	{:ok, solution} - Success with the solution
	{:error, reason} - Error during solving

Examples
{:ok, result} = SimpleRecursiveAgent.solve(agent, "Calculate 2+2")
# => {:ok, "2+2 equals 4."}

{:ok, result} = SimpleRecursiveAgent.solve(agent, "What's the weather tomorrow?")
# Uses tools to gather info and answer

  


        

      


  

    
Mojentic.Agents.SimpleRecursiveAgent.EventEmitter 
    



      
A GenServer-based event emitter that allows subscribing to and emitting events.
Subscribers receive events asynchronously via spawned tasks.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        emit(pid, event)

      


        Emits an event to all subscribers asynchronously.



    


    
      
        start_link(opts \\ [])

      


        Starts the EventEmitter GenServer.



    


    
      
        subscribe(pid, event_type, callback)

      


        Subscribes to an event type.



    


    
      
        unsubscribe(pid, ref)

      


        Unsubscribes from events using the reference returned by subscribe.
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Returns a specification to start this module under a supervisor.
See Supervisor.
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          @spec emit(
  pid(),
  struct()
) :: :ok


      


Emits an event to all subscribers asynchronously.
Parameters
	pid - The EventEmitter process
	event - The event struct to emit

Examples
EventEmitter.emit(emitter, %GoalSubmittedEvent{state: state})

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the EventEmitter GenServer.
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          @spec subscribe(pid(), module(), function()) :: reference()


      


Subscribes to an event type.
Returns a reference that can be used to unsubscribe.
Parameters
	pid - The EventEmitter process
	event_type - The event module to subscribe to
	callback - Function to call when event is emitted

Examples
ref = EventEmitter.subscribe(emitter, GoalSubmittedEvent, fn event ->
  IO.inspect(event)
end)

EventEmitter.unsubscribe(emitter, ref)

  



  
    
      
    
    
      unsubscribe(pid, ref)



        
          
        

    

  


  

      

          @spec unsubscribe(pid(), reference()) :: :ok


      


Unsubscribes from events using the reference returned by subscribe.

  


        

      


  

    
Mojentic.Agents.SimpleRecursiveAgent.GoalAchievedEvent 
    



      
Event triggered when a problem is solved.
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          @type t() :: %Mojentic.Agents.SimpleRecursiveAgent.GoalAchievedEvent{
  state: Mojentic.Agents.SimpleRecursiveAgent.GoalState.t()
}


      



  


        

      


  

    
Mojentic.Agents.SimpleRecursiveAgent.GoalFailedEvent 
    



      
Event triggered when a problem cannot be solved.
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          @type t() :: %Mojentic.Agents.SimpleRecursiveAgent.GoalFailedEvent{
  state: Mojentic.Agents.SimpleRecursiveAgent.GoalState.t()
}


      



  


        

      


  

    
Mojentic.Agents.SimpleRecursiveAgent.GoalState 
    



      
Represents the state of a problem-solving process.
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          @type t() :: %Mojentic.Agents.SimpleRecursiveAgent.GoalState{
  goal: String.t(),
  is_complete: boolean(),
  iteration: non_neg_integer(),
  max_iterations: pos_integer(),
  solution: String.t() | nil
}


      



  


        

      


  

    
Mojentic.Agents.SimpleRecursiveAgent.GoalSubmittedEvent 
    



      
Event triggered when a problem is submitted for solving.
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          @type t() :: %Mojentic.Agents.SimpleRecursiveAgent.GoalSubmittedEvent{
  state: Mojentic.Agents.SimpleRecursiveAgent.GoalState.t()
}


      



  


        

      


  

    
Mojentic.Agents.SimpleRecursiveAgent.HandlerErrorEvent 
    



      
Event triggered when an event handler raises an exception.
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          @type t() :: %Mojentic.Agents.SimpleRecursiveAgent.HandlerErrorEvent{reason: term()}


      



  


        

      


  

    
Mojentic.Agents.SimpleRecursiveAgent.IterationCompletedEvent 
    



      
Event triggered when an iteration of the problem-solving process is completed.
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          @type t() :: %Mojentic.Agents.SimpleRecursiveAgent.IterationCompletedEvent{
  response: String.t(),
  state: Mojentic.Agents.SimpleRecursiveAgent.GoalState.t()
}


      



  


        

      


  

    
Mojentic.Agents.SimpleRecursiveAgent.TimeoutEvent 
    



      
Event triggered when the problem-solving process times out.
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          @type t() :: %Mojentic.Agents.SimpleRecursiveAgent.TimeoutEvent{
  state: Mojentic.Agents.SimpleRecursiveAgent.GoalState.t()
}


      



  


        

      


  

    
Mojentic.AsyncDispatcher 
    



      
GenServer-based async event dispatcher for the agent system.
The AsyncDispatcher manages event routing between agents in an asynchronous,
non-blocking manner. It maintains an event queue (FIFO) and processes events
by routing them through a Mojentic.Router to the appropriate agents.
Features
	Event Queue - FIFO queue using :queue module
	Async Processing - Non-blocking event handling via Task and GenServer
	Mixed Agent Support - Handles both sync and async agents
	Graceful Shutdown - Stop via TerminateEvent or explicit stop/1
	Queue Monitoring - Wait for empty queue with wait_for_empty_queue/2

Architecture
┌─────────────┐
│  Dispatcher │
│   (GenServer) │
└──────┬──────┘
       │ Event Queue
       │ [:queue]
       │
       ├─→ Router ─→ Agent1 ──→ [New Events]
       │            ↓
       └─→ Router ─→ Agent2 ──→ [New Events]
State Structure
%{
  router: %Router{},
  event_queue: :queue.queue(),
  processing: boolean(),
  batch_size: integer()
}
Usage
# Create router
router = Router.new()
|> Router.add_route(QuestionEvent, fact_checker)
|> Router.add_route(QuestionEvent, answer_generator)

# Start dispatcher
{:ok, pid} = AsyncDispatcher.start_link(router: router)

# Dispatch events
event = %QuestionEvent{source: MyApp, question: "What is Elixir?"}
AsyncDispatcher.dispatch(pid, event)

# Wait for queue to empty
:ok = AsyncDispatcher.wait_for_empty_queue(pid, timeout: 10_000)

# Stop dispatcher
AsyncDispatcher.stop(pid)
Examples
# Full workflow
router = Router.new()
|> Router.add_route(QuestionEvent, fact_checker_pid)
|> Router.add_route(FactCheckEvent, aggregator_pid)

{:ok, dispatcher} = AsyncDispatcher.start_link(
  router: router,
  batch_size: 10
)

question = %QuestionEvent{
  source: MyApp,
  question: "What is the capital of France?"
}

AsyncDispatcher.dispatch(dispatcher, question)
AsyncDispatcher.wait_for_empty_queue(dispatcher)
AsyncDispatcher.stop(dispatcher)
Concurrency Model
Agents matching an event are dispatched concurrently via Tasks. This is intentional
and is safe in Elixir because processes do not share mutable memory. The other
mojentic ports (ts/py/ru) serialize agent dispatch precisely because they DO share
mutable state (SharedWorkingMemory etc.) where concurrent agents would race.
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        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        dispatch(pid, event)

      


        Dispatches an event to the event queue.



    


    
      
        get_queue_size(pid)

      


        Gets the current size of the event queue.



    


    
      
        start_link(opts)

      


        Starts the async dispatcher as a linked process.



    


    
      
        stop(pid, timeout \\ 5000)

      


        Stops the dispatcher gracefully.



    


    
      
        wait_for_empty_queue(pid, opts \\ [])

      


        Waits for the event queue to be empty.
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          @type state() :: %{
  router: Mojentic.Router.t(),
  event_queue: :queue.queue(),
  processing: boolean(),
  batch_size: non_neg_integer(),
  pending_tasks: non_neg_integer()
}
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Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      dispatch(pid, event)



        
          
        

    

  


  

Dispatches an event to the event queue.
The event will be assigned a correlation_id if it doesn't have one.
Events are processed in FIFO order by the dispatcher loop.
Parameters
	pid - The dispatcher process
	event - The event to dispatch

Examples
event = %QuestionEvent{source: MyApp, question: "Hello?"}
AsyncDispatcher.dispatch(dispatcher, event)

  



  
    
      
    
    
      get_queue_size(pid)



        
          
        

    

  


  

Gets the current size of the event queue.
Examples
size = AsyncDispatcher.get_queue_size(dispatcher)

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Starts the async dispatcher as a linked process.
Options
	:router - Router instance for event routing (required)
	:batch_size - Number of events to process per batch (default: 5)
	:name - Process registration name (optional)

Examples
{:ok, pid} = AsyncDispatcher.start_link(router: router)

{:ok, pid} = AsyncDispatcher.start_link(
  router: router,
  batch_size: 10,
  name: MyDispatcher
)

  



    

  
    
      
    
    
      stop(pid, timeout \\ 5000)



        
          
        

    

  


  

Stops the dispatcher gracefully.
Waits for the current batch to complete before shutting down.
Parameters
	pid - The dispatcher process
	timeout - Maximum time to wait for shutdown (default: 5000ms)

Examples
AsyncDispatcher.stop(dispatcher)
AsyncDispatcher.stop(dispatcher, 10_000)

  



    

  
    
      
    
    
      wait_for_empty_queue(pid, opts \\ [])



        
          
        

    

  


  

Waits for the event queue to be empty.
This is useful for testing or ensuring all events have been processed
before continuing.
Parameters
	pid - The dispatcher process
	opts - Keyword list with:	:timeout - Maximum wait time in milliseconds (default: 5000)



Returns
	:ok - Queue is empty
	{:error, :timeout} - Timeout reached with events still in queue

Examples
:ok = AsyncDispatcher.wait_for_empty_queue(dispatcher)

case AsyncDispatcher.wait_for_empty_queue(dispatcher, timeout: 10_000) do
  :ok -> IO.puts("All events processed")
  {:error, :timeout} -> IO.puts("Timed out waiting")
end

  


        

      


  

    
Mojentic.Context.SharedWorkingMemory 
    



      
A shared working memory context for agents.
SharedWorkingMemory provides a simple key-value store that multiple agents
can read from and write to, enabling knowledge sharing and persistence
across agent interactions.
Features
	Shared Context - Multiple agents can access the same memory
	Merge Updates - New information is merged into existing memory
	Simple API - Get and merge operations for easy use

Immutability and Concurrency Safety
This struct is immutable — every mutating operation (merge_to_working_memory/2)
returns a new struct rather than modifying the original. This immutability is
what makes Mojentic.AsyncDispatcher's concurrent (per-subscriber Task) dispatch
safe: each agent receives its own snapshot of memory and cannot race with other agents
over a shared mutable reference.
Important: If a future change introduces genuinely shared mutable state (an ETS
table, an Agent process, or a stateful GenServer that multiple agents call), revisit
the dispatcher's concurrency model — concurrent dispatch may no longer be safe.
Usage
# Initialize with user data
memory = SharedWorkingMemory.new(%{
  "User" => %{
    "name" => "Alice",
    "age" => 30
  }
})

# Retrieve current memory
current = SharedWorkingMemory.get_working_memory(memory)

# Merge new information
memory = SharedWorkingMemory.merge_to_working_memory(memory, %{
  "User" => %{
    "pets" => ["dog", "cat"]
  }
})
Examples
# Create memory with initial data
memory = SharedWorkingMemory.new(%{
  "preferences" => %{"theme" => "dark"}
})

# Add new information
memory = SharedWorkingMemory.merge_to_working_memory(memory, %{
  "preferences" => %{"language" => "elixir"},
  "history" => []
})

# Retrieve all memory
all_data = SharedWorkingMemory.get_working_memory(memory)
#=> %{
#     "preferences" => %{"theme" => "dark", "language" => "elixir"},
#     "history" => []
#   }
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        get_working_memory(shared_working_memory)

      


        Retrieves the current working memory.



    


    
      
        merge_to_working_memory(memory, new_data)

      


        Merges new data into the working memory.



    


    
      
        new(initial_memory \\ %{})

      


        Creates a new SharedWorkingMemory with optional initial memory.
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          @type t() :: %Mojentic.Context.SharedWorkingMemory{working_memory: map()}
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Retrieves the current working memory.
Parameters
	memory - The SharedWorkingMemory instance

Returns
The current working memory map.
Examples
iex> memory = SharedWorkingMemory.new(%{"key" => "value"})
iex> SharedWorkingMemory.get_working_memory(memory)
%{"key" => "value"}

  



  
    
      
    
    
      merge_to_working_memory(memory, new_data)



        
          
        

    

  


  

Merges new data into the working memory.
Performs a deep merge where nested maps are merged recursively.
Non-map values at the same key are overwritten by the new value.
Parameters
	memory - The SharedWorkingMemory instance
	new_data - Map of new data to merge

Returns
Updated SharedWorkingMemory instance.
Examples
iex> memory = SharedWorkingMemory.new(%{"a" => %{"b" => 1}})
iex> memory = SharedWorkingMemory.merge_to_working_memory(memory, %{"a" => %{"c" => 2}})
iex> SharedWorkingMemory.get_working_memory(memory)
%{"a" => %{"b" => 1, "c" => 2}}

iex> memory = SharedWorkingMemory.new(%{"count" => 1})
iex> memory = SharedWorkingMemory.merge_to_working_memory(memory, %{"count" => 2})
iex> SharedWorkingMemory.get_working_memory(memory)
%{"count" => 2}

  



    

  
    
      
    
    
      new(initial_memory \\ %{})



        
          
        

    

  


  

Creates a new SharedWorkingMemory with optional initial memory.
Parameters
	initial_memory - Map of initial working memory (default: %{})

Examples
iex> SharedWorkingMemory.new()
%SharedWorkingMemory{working_memory: %{}}

iex> SharedWorkingMemory.new(%{"user" => "Alice"})
%SharedWorkingMemory{working_memory: %{"user" => "Alice"}}

  


        

      


  

    
Mojentic.Event 
    



      
Base event structure for agent communication.
Events are the primary mechanism for communication between agents in the
Mojentic agent system. Each event carries information about its source,
a correlation ID for tracking related events, and any domain-specific data.
Fields
	source - The module of the agent that created this event
	correlation_id - UUID for tracking related events in a workflow
	Additional fields defined by specific event types

Examples
defmodule MyApp.Events.QuestionEvent do
  use Mojentic.Event

  @type t :: %__MODULE__{
    source: module(),
    correlation_id: String.t() | nil,
    question: String.t()
  }

  defstruct [:source, :correlation_id, :question]
end

event = %MyApp.Events.QuestionEvent{
  source: MyApp.QuestionAgent,
  correlation_id: UUID.uuid4(),
  question: "What is Elixir?"
}
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        __using__(opts)

      


        Defines a module as an event type with required base fields.



    


    
      
        new(module, attrs)

      


        Creates a new event with an auto-generated correlation ID if not provided.
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          @type t() :: %{
  __struct__: module(),
  source: module(),
  correlation_id: String.t() | nil
}
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Defines a module as an event type with required base fields.
When you use Mojentic.Event, your module gets:
	Base fields: source and correlation_id
	These fields must be included in your struct definition

Example
defmodule MyEvent do
  use Mojentic.Event

  defstruct [:source, :correlation_id, :custom_field]
end

  



  
    
      
    
    
      new(module, attrs)



        
          
        

    

  


  

Creates a new event with an auto-generated correlation ID if not provided.
Parameters
	module - The event module to create
	attrs - Keyword list or map of attributes

Examples
Mojentic.Event.new(QuestionEvent, source: MyAgent, question: "Hello?")
#=> %QuestionEvent{source: MyAgent, correlation_id: "...", question: "Hello?"}

  


        

      


  

    
Mojentic.Events.TerminateEvent 
    



      
Special event that signals the dispatcher to stop processing.
When a TerminateEvent is dispatched, the async dispatcher will gracefully
shut down after processing any remaining events in the queue.
Examples
terminate_event = %Mojentic.Events.TerminateEvent{
  source: MyAgent
}

AsyncDispatcher.dispatch(dispatcher, terminate_event)
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          @type t() :: %Mojentic.Events.TerminateEvent{
  correlation_id: String.t() | nil,
  source: module()
}


      



  


        

      


  

    
Mojentic.Examples.React.DecisioningAgent 
    



      
Decision-making agent for the ReAct pattern.
This agent evaluates the current context and decides on the next action to take,
including whether to plan, act with a tool, or finish and summarize.
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        receive_event_async(broker, event)

      


        Receives and processes an InvokeDecisioning event.
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      receive_event_async(broker, event)



        
          
        

    

  


  

Receives and processes an InvokeDecisioning event.
Evaluates the current context and determines the next action (PLAN, ACT, FINISH).
Parameters
	broker: LLM broker for making decisions
	event: InvokeDecisioning event containing current context

Returns
	{:ok, [event]} where event is one of: InvokeToolCall, FinishAndSummarize,
InvokeThinking, or FailureOccurred


  


        

      


  

    
Mojentic.Examples.React.Events 
    



      
Event definitions for the ReAct pattern.
This module defines all event types used to coordinate the ReAct loop,
including thinking, decisioning, tool calls, completion, and failure events.

      




  

    
Mojentic.Examples.React.Events.FailureOccurred 
    



      
Event to signal a failure in the ReAct loop.
This event captures errors or unrecoverable situations that prevent
the agent from continuing to process the user's query.
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          @type t() :: %Mojentic.Examples.React.Events.FailureOccurred{
  context: Mojentic.Examples.React.Models.CurrentContext.t(),
  correlation_id: String.t() | nil,
  reason: String.t(),
  source: module()
}


      



  


        

      


  

    
Mojentic.Examples.React.Events.FinishAndSummarize 
    



      
Event to trigger the completion and summarization phase.
This event indicates that the agent has gathered sufficient information
to answer the user's query and should generate a final response.
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          @type t() :: %Mojentic.Examples.React.Events.FinishAndSummarize{
  context: Mojentic.Examples.React.Models.CurrentContext.t(),
  correlation_id: String.t() | nil,
  source: module(),
  thought: String.t()
}


      



  


        

      


  

    
Mojentic.Examples.React.Events.InvokeDecisioning 
    



      
Event to trigger the decision-making phase.
This event initiates the decision process where the agent evaluates
the current plan and history to decide on the next action.
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          @type t() :: %Mojentic.Examples.React.Events.InvokeDecisioning{
  context: Mojentic.Examples.React.Models.CurrentContext.t(),
  correlation_id: String.t() | nil,
  source: module()
}


      



  


        

      


  

    
Mojentic.Examples.React.Events.InvokeThinking 
    



      
Event to trigger the thinking/planning phase.
This event initiates the planning process where the agent creates
or refines a plan for answering the user's query.
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          @type t() :: %Mojentic.Examples.React.Events.InvokeThinking{
  context: Mojentic.Examples.React.Models.CurrentContext.t(),
  correlation_id: String.t() | nil,
  source: module()
}


      



  


        

      


  

    
Mojentic.Examples.React.Events.InvokeToolCall 
    



      
Event to trigger a tool invocation.
This event carries the information needed to execute a specific tool
with given arguments, along with the reasoning behind the decision.
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          @type t() :: %Mojentic.Examples.React.Events.InvokeToolCall{
  action: Mojentic.Examples.React.Models.NextAction.t(),
  context: Mojentic.Examples.React.Models.CurrentContext.t(),
  correlation_id: String.t() | nil,
  source: module(),
  thought: String.t(),
  tool: module(),
  tool_arguments: map()
}


      



  


        

      


  

    
Mojentic.Examples.React.Formatters 
    



      
Formatting utilities for the ReAct pattern implementation.
This module provides helper functions for formatting context and tool information
into human-readable strings for LLM prompts.
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        format_available_tools(tools)

      


        Formats the available tools into a readable list.



    


    
      
        format_current_context(context)

      


        Formats the current context into a readable string.
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Formats the available tools into a readable list.
Parameters
	tools: A list of tool modules

Returns
A formatted string listing available tools and their descriptions.
Examples
iex> tools = [Mojentic.LLM.Tools.DateResolver]
iex> Formatters.format_available_tools(tools)
"Tools available:\n- resolve_date: Take text that specifies a relative date, and output an absolute date\n..."
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Formats the current context into a readable string.
Parameters
	context: The current context containing query, plan, and history

Returns
A formatted multi-line string describing the current context.
Examples
iex> context = CurrentContext.new("What is the date next Friday?")
iex> Formatters.format_current_context(context)
"Current Context:\nThe user has asked us to answer the following query:\n> What is the date next Friday?\n..."

  


        

      


  

    
Mojentic.Examples.React.Models 
    



      
Data models for the ReAct pattern.
This module defines the core data structures used throughout the ReAct
implementation, including actions, plans, observations, and context.

      




  

    
Mojentic.Examples.React.Models.CurrentContext 
    



      
The complete context for a ReAct session.
This model tracks everything needed to maintain state throughout the
reasoning and acting loop, including the user's query, the plan,
the history of actions, and the iteration count.
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        new(user_query, opts \\ [])

      


        Creates a new CurrentContext with the given user query.
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          @type t() :: %Mojentic.Examples.React.Models.CurrentContext{
  history: [Mojentic.Examples.React.Models.ThoughtActionObservation.t()],
  iteration: non_neg_integer(),
  plan: Mojentic.Examples.React.Models.Plan.t(),
  user_query: String.t()
}
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Creates a new CurrentContext with the given user query.

  


        

      


  

    
Mojentic.Examples.React.Models.NextAction 
    



      
Enumeration of possible next actions in the ReAct loop.
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        Parses a string into a NextAction value.
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        Converts a NextAction to a string.
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          @type t() :: :plan | :act | :finish
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Parses a string into a NextAction value.

  



  
    
      
    
    
      to_string(atom)



        
          
        

    

  


  

Converts a NextAction to a string.

  


        

      


  

    
Mojentic.Examples.React.Models.Plan 
    



      
A structured plan for solving a user query.
Contains a list of steps that outline how to approach answering the query.
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        Creates a new Plan with the given steps.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.Examples.React.Models.Plan{steps: [String.t()]}
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Creates a new Plan with the given steps.

  


        

      


  

    
Mojentic.Examples.React.Models.ThoughtActionObservation 
    



      
A single step in the ReAct loop capturing thought, action, and observation.
This model represents one iteration of the ReAct pattern where the agent:
	Thinks about what to do
	Takes an action
	Observes the result
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        new(thought, action, observation)

      


        Creates a new ThoughtActionObservation.
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          @type t() :: %Mojentic.Examples.React.Models.ThoughtActionObservation{
  action: String.t(),
  observation: String.t(),
  thought: String.t()
}
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Creates a new ThoughtActionObservation.

  


        

      


  

    
Mojentic.Examples.React.OutputAgent 
    



      
Output agent for the ReAct pattern.
This simple agent logs all events for observability and debugging.
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        receive_event_async(broker, event)

      


        Receives and logs any event.
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Receives and logs any event.
This agent acts as an observer, logging event information without
producing new events.
Parameters
	_broker: LLM broker (unused by this agent)
	event: Any event in the ReAct loop

Returns
	{:ok, []} - Never produces new events


  


        

      


  

    
Mojentic.Examples.React.SummarizationAgent 
    



      
Summarization agent for the ReAct pattern.
This agent generates the final answer based on accumulated context,
synthesizing all the information gathered during the ReAct loop.
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        receive_event_async(broker, event)

      


        Receives and processes a FinishAndSummarize event.
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Receives and processes a FinishAndSummarize event.
Generates a final answer based on the complete context history.
Parameters
	broker: LLM broker for generating the final summary
	event: FinishAndSummarize event containing complete context

Returns
	{:ok, []} - Terminal event (stops the loop)
	{:ok, [FailureOccurred.t()]} on error


  


        

      


  

    
Mojentic.Examples.React.ThinkingAgent 
    



      
Planning agent for the ReAct pattern.
This agent creates structured plans for solving user queries using
an LLM to analyze the problem and break it into actionable steps.

      


      
        Summary


  
    Functions
  


    
      
        receive_event_async(broker, event)

      


        Receives and processes an InvokeThinking event.



    





      


      
        Functions


        


  
    
      
    
    
      receive_event_async(broker, event)



        
          
        

    

  


  

Receives and processes an InvokeThinking event.
Creates a plan for solving the user query by analyzing available tools
and the current context.
Parameters
	broker: LLM broker for generating plans
	event: InvokeThinking event containing current context

Returns
	{:ok, [InvokeDecisioning.t()]} with updated context
	{:ok, [FailureOccurred.t()]} on error


  


        

      


  

    
Mojentic.Examples.React.ToolCallAgent 
    



      
Tool execution agent for the ReAct pattern.
This agent handles the actual execution of tools and captures the results,
updating the context history with observations.

      


      
        Summary


  
    Functions
  


    
      
        receive_event_async(broker, event)

      


        Receives and processes an InvokeToolCall event.



    





      


      
        Functions


        


  
    
      
    
    
      receive_event_async(broker, event)



        
          
        

    

  


  

Receives and processes an InvokeToolCall event.
Executes the specified tool with the provided arguments and updates
the context with the results.
Parameters
	_broker: LLM broker (unused by this agent)
	event: InvokeToolCall event containing tool and arguments

Returns
	{:ok, [InvokeDecisioning.t()]} with updated context
	{:ok, [FailureOccurred.t()]} on error


  


        

      


  

    
Mojentic.HTTP behaviour
    



      
Behaviour for HTTP clients used by Mojentic gateways.
This behaviour abstracts the HTTP client, allowing different
implementations for production and testing.

      


      
        Summary


  
    Types
  


    
      
        headers()

      


    


    
      
        response()

      


    





  
    Callbacks
  


    
      
        get(url, headers, opts)

      


    


    
      
        post(url, body, headers, opts)

      


    


    
      
        post_stream(url, body, headers, opts)

      


    





      


      
        Types


        


  
    
      
    
    
      headers()



        
          
        

    

  


  

      

          @type headers() :: [{String.t(), String.t()}]


      



  



  
    
      
    
    
      response()



        
          
        

    

  


  

      

          @type response() :: %{status_code: integer(), body: String.t(), headers: headers()}


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      get(url, headers, opts)



        
          
        

    

  


  

      

          @callback get(url :: String.t(), headers :: headers(), opts :: keyword()) ::
  {:ok, response()} | {:error, term()}


      



  



  
    
      
    
    
      post(url, body, headers, opts)



        
          
        

    

  


  

      

          @callback post(
  url :: String.t(),
  body :: String.t(),
  headers :: headers(),
  opts :: keyword()
) ::
  {:ok, response()} | {:error, term()}


      



  



  
    
      
    
    
      post_stream(url, body, headers, opts)



        
          
        

    

  


  

      

          @callback post_stream(
  url :: String.t(),
  body :: String.t(),
  headers :: headers(),
  opts :: keyword()
) :: {:ok, Enumerable.t()} | {:error, term()}


      



  


        

      


  

    
Mojentic.HTTP.ReqClient 
    



      
Req-backed implementation of the Mojentic.HTTP behaviour.

      




  

    
Mojentic.LLM.ChatSession 
    



      
Manages stateful conversation sessions with an LLM.
ChatSession maintains conversation history with automatic context window
management based on token counts. When the context exceeds the maximum
token limit, the oldest messages are removed (preserving the system prompt).
Features
	Automatic message history tracking
	Token-based context window management
	Tool support through broker integration
	Configurable system prompt and temperature
	Tokenizer integration for accurate token counting

Examples
alias Mojentic.LLM.{Broker, ChatSession}
alias Mojentic.LLM.Gateways.Ollama

broker = Broker.new("qwen3:32b", Ollama)
session = ChatSession.new(broker)

{:ok, response} = ChatSession.send(session, "Hello!")
# => {:ok, "Hello! How can I help you?", updated_session}

# Continue conversation
{:ok, response, session} = ChatSession.send(session, "Tell me a joke")
With Tools
alias Mojentic.LLM.Tools.DateResolver

session = ChatSession.new(broker, tools: [DateResolver])
{:ok, response, session} = ChatSession.send(session, "What day is tomorrow?")

      


      
        Summary


  
    Types
  


    
      
        sized_message()

      


    


    
      
        stream_handle()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        finalize_stream(arg)

      


        Finalizes a streaming send by recording the accumulated response in the session.



    


    
      
        messages(session)

      


        Returns the current message history.



    


    
      
        new(broker, opts \\ [])

      


        Creates a new ChatSession.



    


    
      
        send(session, query)

      


        Sends a query to the LLM and returns the response.



    


    
      
        send_stream(session, query)

      


        Sends a query to the LLM and returns a stream of response chunks.



    


    
      
        token_count(session)

      


        Returns the total token count of all messages.



    





      


      
        Types


        


  
    
      
    
    
      sized_message()



        
          
        

    

  


  

      

          @type sized_message() :: %{
  message: Mojentic.LLM.Message.t(),
  token_length: non_neg_integer()
}


      



  



  
    
      
    
    
      stream_handle()



        
          
        

    

  


  

      

          @type stream_handle() :: {t(), pid()}


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.ChatSession{
  broker: Mojentic.LLM.Broker.t(),
  max_context: non_neg_integer(),
  messages: [sized_message()],
  system_prompt: String.t(),
  temperature: float(),
  tokenizer: Mojentic.LLM.Gateways.TokenizerGateway.t(),
  tools: [module()] | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      finalize_stream(arg)



        
          
        

    

  


  

      

          @spec finalize_stream(stream_handle()) :: t()


      


Finalizes a streaming send by recording the accumulated response in the session.
Must be called after the stream returned by send_stream/2 has been fully consumed.
Parameters
	handle - The handle returned by send_stream/2

Returns
The updated session with the assistant's response recorded in history.
Examples
{:ok, stream, handle} = ChatSession.send_stream(session, "Tell me a story")
stream |> Stream.each(&IO.write/1) |> Stream.run()
session = ChatSession.finalize_stream(handle)

  



  
    
      
    
    
      messages(session)



        
          
        

    

  


  

      

          @spec messages(t()) :: [sized_message()]


      


Returns the current message history.
Messages are returned with their token lengths for debugging
and monitoring context usage.
Examples
messages = ChatSession.messages(session)
total_tokens = Enum.reduce(messages, 0, fn m, acc -> acc + m.token_length end)

  



    

  
    
      
    
    
      new(broker, opts \\ [])



        
          
        

    

  


  

      

          @spec new(
  Mojentic.LLM.Broker.t(),
  keyword()
) :: t()


      


Creates a new ChatSession.
Options
	:system_prompt - System prompt for the conversation (default: "You are a helpful assistant.")
	:tools - List of tool modules to make available to the LLM (default: nil)
	:max_context - Maximum token count for context window (default: 32,768)
	:tokenizer - TokenizerGateway instance (default: auto-created with gpt2)
	:temperature - Temperature for response generation (default: 1.0)

Examples
broker = Broker.new("qwen3:32b", Ollama)
session = ChatSession.new(broker)

# With custom options
session = ChatSession.new(broker,
  system_prompt: "You are a coding assistant.",
  max_context: 16_384,
  temperature: 0.7
)

# With tools
session = ChatSession.new(broker, tools: [MyTool])

  



  
    
      
    
    
      send(session, query)



        
          
        

    

  


  

      

          @spec send(t(), String.t()) :: {:ok, String.t(), t()} | {:error, term()}


      


Sends a query to the LLM and returns the response.
The query is added as a user message, the LLM generates a response,
and the response is added as an assistant message. Both are tracked
in the conversation history.
Parameters
	session - The ChatSession instance
	query - The user's query text

Returns
	{:ok, response, updated_session} - Success with response text and updated session
	{:error, reason} - Error from broker

Examples
{:ok, response, session} = ChatSession.send(session, "What is 2+2?")
# => {:ok, "2+2 equals 4.", updated_session}

# Continue conversation
{:ok, response, session} = ChatSession.send(session, "And what about 3+3?")

  



  
    
      
    
    
      send_stream(session, query)



        
          
        

    

  


  

      

          @spec send_stream(t(), String.t()) :: {:ok, Enumerable.t(), stream_handle()}


      


Sends a query to the LLM and returns a stream of response chunks.
Because Elixir data is immutable, streaming requires a two-phase approach:
	send_stream/2 returns a stream and a handle
	After consuming the stream, call finalize_stream/1 with the handle to get the updated session

The user message is added to the session before streaming begins.
An Agent process accumulates chunks as they flow through the stream.
Parameters
	session - The ChatSession instance
	query - The user's query text

Returns
	{:ok, stream, handle} where stream is an Enumerable.t() of string chunks
and handle is passed to finalize_stream/1

Examples
{:ok, stream, handle} = ChatSession.send_stream(session, "Tell me a story")
stream |> Stream.each(&IO.write/1) |> Stream.run()
session = ChatSession.finalize_stream(handle)

  



  
    
      
    
    
      token_count(session)



        
          
        

    

  


  

      

          @spec token_count(t()) :: non_neg_integer()


      


Returns the total token count of all messages.
Examples
token_count = ChatSession.token_count(session)
# => 1234

  


        

      


  

    
Mojentic.LLM.Gateways.OpenAI 
    



      
Gateway for OpenAI LLM service.
This gateway provides access to OpenAI's API, supporting text generation,
structured output, tool calling, streaming, and embeddings.
Configuration
Set environment variables to configure the gateway:
export OPENAI_API_KEY=sk-...
export OPENAI_API_ENDPOINT=https://api.openai.com/v1  # optional
Examples
alias Mojentic.LLM.{Broker, Message}
alias Mojentic.LLM.Gateways.OpenAI

broker = Broker.new("gpt-4", OpenAI)
messages = [Message.user("Hello!")]
{:ok, response} = Broker.generate(broker, messages)

      




  

    
Mojentic.LLM.Gateways.OpenAIMessagesAdapter 
    



      
Adapter for converting LLM messages to OpenAI format.
This module handles the conversion of universal message format to
OpenAI's API format, including multimodal content with images.

      


      
        Summary


  
    Functions
  


    
      
        adapt_messages(messages)

      


        Adapts LLM messages to OpenAI format.



    


    
      
        convert_tool_calls(tool_calls)

      


        Converts tool calls from OpenAI format to internal format.



    





      


      
        Functions


        


  
    
      
    
    
      adapt_messages(messages)



        
          
        

    

  


  

      

          @spec adapt_messages([Mojentic.LLM.Message.t()]) :: [map()]


      


Adapts LLM messages to OpenAI format.
Parameters
	messages - List of LLM messages to adapt

Returns
  List of messages in OpenAI API format

  



  
    
      
    
    
      convert_tool_calls(tool_calls)



        
          
        

    

  


  

      

          @spec convert_tool_calls([map()]) :: [Mojentic.LLM.ToolCall.t()]


      


Converts tool calls from OpenAI format to internal format.
Parameters
	tool_calls - List of tool calls in OpenAI format

Returns
  List of ToolCall structs

  


        

      


  

    
Mojentic.LLM.Gateways.OpenAIModelRegistry 
    



      
OpenAI Model Registry for managing model-specific configurations and capabilities.
This module provides infrastructure for categorizing OpenAI models and managing
their specific parameter requirements and capabilities.
Model Types
	:reasoning - Models like o1, o3 that use max_completion_tokens
	:chat - Standard chat models that use max_tokens
	:embedding - Text embedding models
	:moderation - Content moderation models

Examples
iex> registry = OpenAIModelRegistry.new()
iex> OpenAIModelRegistry.is_reasoning_model?(registry, "o1")
true
iex> OpenAIModelRegistry.is_reasoning_model?(registry, "gpt-4")
false

      


      
        Summary


  
    Types
  


    
      
        model_capabilities()

      


    


    
      
        model_type()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        get_model_capabilities(open_ai_model_registry, model_name)

      


        Gets the capabilities for a specific model.



    


    
      
        get_registered_models(open_ai_model_registry)

      


        Gets a list of all explicitly registered models.



    


    
      
        get_token_limit_param(registry, model_name)

      


        Gets the correct parameter name for token limits based on model type.



    


    
      
        new()

      


        Creates a new model registry with default models.



    


    
      
        reasoning_model?(registry, model_name)

      


        Checks if a model is a reasoning model.



    


    
      
        register_model(registry, model_name, capabilities)

      


        Registers a new model with its capabilities.



    


    
      
        register_pattern(registry, pattern, model_type)

      


        Registers a pattern for inferring model types.



    


    
      
        supports_temperature?(registry, model_name, temperature)

      


        Checks if a model supports a specific temperature value.



    





      


      
        Types


        


  
    
      
    
    
      model_capabilities()



        
          
        

    

  


  

      

          @type model_capabilities() :: %{
  model_type: model_type(),
  supports_tools: boolean(),
  supports_streaming: boolean(),
  supports_vision: boolean(),
  max_context_tokens: non_neg_integer() | nil,
  max_output_tokens: non_neg_integer() | nil,
  supported_temperatures: [float()] | nil,
  supports_chat_api: boolean(),
  supports_completions_api: boolean(),
  supports_responses_api: boolean()
}


      



  



  
    
      
    
    
      model_type()



        
          
        

    

  


  

      

          @type model_type() :: :reasoning | :chat | :embedding | :moderation


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Gateways.OpenAIModelRegistry{
  models: %{required(String.t()) => model_capabilities()},
  pattern_mappings: %{required(String.t()) => model_type()}
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      get_model_capabilities(open_ai_model_registry, model_name)



        
          
        

    

  


  

      

          @spec get_model_capabilities(t(), String.t()) :: model_capabilities()


      


Gets the capabilities for a specific model.
Falls back to pattern matching for unknown models, and defaults
to chat model capabilities if no match is found.

  



  
    
      
    
    
      get_registered_models(open_ai_model_registry)



        
          
        

    

  


  

      

          @spec get_registered_models(t()) :: [String.t()]


      


Gets a list of all explicitly registered models.

  



  
    
      
    
    
      get_token_limit_param(registry, model_name)



        
          
        

    

  


  

      

          @spec get_token_limit_param(t(), String.t()) :: String.t()


      


Gets the correct parameter name for token limits based on model type.

  



  
    
      
    
    
      new()



        
          
        

    

  


  

      

          @spec new() :: t()


      


Creates a new model registry with default models.

  



  
    
      
    
    
      reasoning_model?(registry, model_name)



        
          
        

    

  


  

      

          @spec reasoning_model?(t(), String.t()) :: boolean()


      


Checks if a model is a reasoning model.

  



  
    
      
    
    
      register_model(registry, model_name, capabilities)



        
          
        

    

  


  

      

          @spec register_model(t(), String.t(), model_capabilities()) :: t()


      


Registers a new model with its capabilities.

  



  
    
      
    
    
      register_pattern(registry, pattern, model_type)



        
          
        

    

  


  

      

          @spec register_pattern(t(), String.t(), model_type()) :: t()


      


Registers a pattern for inferring model types.

  



  
    
      
    
    
      supports_temperature?(registry, model_name, temperature)



        
          
        

    

  


  

      

          @spec supports_temperature?(t(), String.t(), float()) :: boolean()


      


Checks if a model supports a specific temperature value.

  


        

      


  

    
Mojentic.LLM.Tools.AskUser 
    



      
Tool for asking the user a question and receiving their input.
This tool allows the LLM to request help from the user when it needs
additional information or doesn't know how to proceed. The user's response
is returned as the tool result.
Examples
alias Mojentic.LLM.Tools.AskUser

tool = AskUser.new()
{:ok, result} = AskUser.run(tool, %{
  "user_request" => "What is your favorite color?"
})
# Prompts user for input:
#
#
#
# I NEED YOUR HELP!
# What is your favorite color?
# Your response: blue
#
# Returns: {:ok, "blue"}

      


      
        Summary


  
    Functions
  


    
      
        new()

      


        Creates a new AskUser tool instance.



    





      


      
        Functions


        


  
    
      
    
    
      new()



        
          
        

    

  


  

Creates a new AskUser tool instance.

  


        

      


  

    
Mojentic.LLM.Tools.CreateDirectoryTool 
    



      
Tool for creating a new directory.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(fs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.CreateDirectoryTool{
  fs: Mojentic.LLM.Tools.FilesystemGateway.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(fs)



        
          
        

    

  


  

      

          @spec new(Mojentic.LLM.Tools.FilesystemGateway.t()) :: t()


      



  


        

      


  

    
Mojentic.LLM.Tools.CurrentDatetime 
    



      
Tool for getting the current date and time.
This tool returns the current datetime with optional formatting.
It's useful when the LLM needs to know the current time or date.
Examples
alias Mojentic.LLM.Tools.CurrentDatetime

tool = CurrentDatetime.new()
{:ok, result} = CurrentDatetime.run(tool, %{})
# => {:ok, %{current_datetime: "2025-11-15 14:30:00", timestamp: 1700060400, timezone: "UTC"}}

{:ok, result} = CurrentDatetime.run(tool, %{"format_string" => "%Y-%m-%d"})
# => {:ok, %{current_datetime: "2025-11-15", timestamp: 1700060400, timezone: "UTC"}}

      


      
        Summary


  
    Functions
  


    
      
        new()

      


        Creates a new CurrentDatetime tool instance.



    





      


      
        Functions


        


  
    
      
    
    
      new()



        
          
        

    

  


  

Creates a new CurrentDatetime tool instance.

  


        

      


  

    
Mojentic.LLM.Tools.EphemeralTaskManager 
    



      
Ephemeral Task Manager tools for managing a list of tasks.
This module provides tools for appending, prepending, inserting, starting,
completing, and listing tasks. Tasks follow a state machine that transitions
from :pending through :in_progress to :completed.
Usage
The task manager requires a shared Agent to maintain state across tool calls:
alias Mojentic.LLM.Tools.EphemeralTaskManager
alias Mojentic.LLM.Tools.EphemeralTaskManager.TaskList

# Create a shared task list agent
{:ok, agent} = Agent.start_link(fn -> TaskList.new() end)

# Create tool instances that share the agent
tools = [
  EphemeralTaskManager.AppendTask.new(agent),
  EphemeralTaskManager.PrependTask.new(agent),
  EphemeralTaskManager.InsertTaskAfter.new(agent),
  EphemeralTaskManager.StartTask.new(agent),
  EphemeralTaskManager.CompleteTask.new(agent),
  EphemeralTaskManager.ListTasks.new(agent),
  EphemeralTaskManager.ClearTasks.new(agent)
]

# Use with broker
{:ok, response} = Broker.generate(broker, messages, tools)
Example
alias Mojentic.LLM.{Broker, Message}
alias Mojentic.LLM.Gateways.Ollama
alias Mojentic.LLM.Tools.EphemeralTaskManager
alias Mojentic.LLM.Tools.EphemeralTaskManager.TaskList

# Setup
broker = Broker.new("qwen3:32b", Ollama)
{:ok, agent} = Agent.start_link(fn -> TaskList.new() end)

tools = [
  EphemeralTaskManager.AppendTask.new(agent),
  EphemeralTaskManager.StartTask.new(agent),
  EphemeralTaskManager.CompleteTask.new(agent),
  EphemeralTaskManager.ListTasks.new(agent)
]

# Use the LLM with task management tools
message = Message.user("Create 3 tasks: write tests, write docs, write code")
{:ok, response} = Broker.generate(broker, [message], tools)

      


      
        Summary


  
    Functions
  


    
      
        all_tools(agent)

      


        Creates all task manager tools with a shared agent.



    





      


      
        Functions


        


  
    
      
    
    
      all_tools(agent)



        
          
        

    

  


  

Creates all task manager tools with a shared agent.
Returns a list of tool instances ready to be used with the broker.
Examples
alias Mojentic.LLM.Tools.EphemeralTaskManager

{:ok, agent} = Agent.start_link(fn -> TaskList.new() end)
tools = EphemeralTaskManager.all_tools(agent)

  


        

      


  

    
Mojentic.LLM.Tools.EphemeralTaskManager.AppendTask 
    



      
Tool for appending a new task to the end of the ephemeral task manager list.
This module creates a wrapper that holds a reference to the shared task list agent.
Examples
{:ok, agent} = Agent.start_link(fn -> TaskList.new() end)
tool = Mojentic.LLM.Tools.EphemeralTaskManager.AppendTask.new(agent)
{:ok, result} = tool.run(%{"description" => "My task"})

      


      
        Summary


  
    Functions
  


    
      
        new(agent)

      


        Creates a new AppendTask tool with the given agent.



    





      


      
        Functions


        


  
    
      
    
    
      new(agent)



        
          
        

    

  


  

Creates a new AppendTask tool with the given agent.

  


        

      


  

    
Mojentic.LLM.Tools.EphemeralTaskManager.ClearTasks 
    



      
Tool for clearing all tasks from the ephemeral task manager.

      


      
        Summary


  
    Functions
  


    
      
        new(agent)

      


        Creates a new ClearTasks tool with the given agent.



    





      


      
        Functions


        


  
    
      
    
    
      new(agent)



        
          
        

    

  


  

Creates a new ClearTasks tool with the given agent.

  


        

      


  

    
Mojentic.LLM.Tools.EphemeralTaskManager.CompleteTask 
    



      
Tool for completing a task in the ephemeral task manager.
This tool changes a task's status from :in_progress to :completed.

      


      
        Summary


  
    Functions
  


    
      
        new(agent)

      


        Creates a new CompleteTask tool with the given agent.



    





      


      
        Functions


        


  
    
      
    
    
      new(agent)



        
          
        

    

  


  

Creates a new CompleteTask tool with the given agent.

  


        

      


  

    
Mojentic.LLM.Tools.EphemeralTaskManager.InsertTaskAfter 
    



      
Tool for inserting a new task after an existing task in the ephemeral task manager list.
This tool wraps a TaskList agent process that manages the shared task state.

      


      
        Summary


  
    Functions
  


    
      
        new(agent)

      


        Creates a new InsertTaskAfter tool with the given agent.



    





      


      
        Functions


        


  
    
      
    
    
      new(agent)



        
          
        

    

  


  

Creates a new InsertTaskAfter tool with the given agent.

  


        

      


  

    
Mojentic.LLM.Tools.EphemeralTaskManager.ListTasks 
    



      
Tool for listing all tasks in the ephemeral task manager.

      


      
        Summary


  
    Functions
  


    
      
        new(agent)

      


        Creates a new ListTasks tool with the given agent.



    





      


      
        Functions


        


  
    
      
    
    
      new(agent)



        
          
        

    

  


  

Creates a new ListTasks tool with the given agent.

  


        

      


  

    
Mojentic.LLM.Tools.EphemeralTaskManager.PrependTask 
    



      
Tool for prepending a new task to the beginning of the ephemeral task manager list.
This tool wraps a TaskList agent process that manages the shared task state.

      


      
        Summary


  
    Functions
  


    
      
        new(agent)

      


        Creates a new PrependTask tool with the given agent.



    





      


      
        Functions


        


  
    
      
    
    
      new(agent)



        
          
        

    

  


  

Creates a new PrependTask tool with the given agent.

  


        

      


  

    
Mojentic.LLM.Tools.EphemeralTaskManager.StartTask 
    



      
Tool for starting a task in the ephemeral task manager.
This tool changes a task's status from :pending to :in_progress.

      


      
        Summary


  
    Functions
  


    
      
        new(agent)

      


        Creates a new StartTask tool with the given agent.



    





      


      
        Functions


        


  
    
      
    
    
      new(agent)



        
          
        

    

  


  

Creates a new StartTask tool with the given agent.

  


        

      


  

    
Mojentic.LLM.Tools.EphemeralTaskManager.Task 
    



      
Represents a task with an identifier, description, and status.
Tasks follow a state machine that transitions from :pending through
:in_progress to :completed.

      


      
        Summary


  
    Types
  


    
      
        status()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(id, description)

      


        Creates a new task with the given ID and description.



    


    
      
        status_to_string(status)

      


        Returns the string representation of a task status.



    





      


      
        Types


        


  
    
      
    
    
      status()



        
          
        

    

  


  

      

          @type status() :: :pending | :in_progress | :completed


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.EphemeralTaskManager.Task{
  description: String.t(),
  id: pos_integer(),
  status: status()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(id, description)



        
          
        

    

  


  

Creates a new task with the given ID and description.
Examples
iex> Task.new(1, "Write tests")
%Task{id: 1, description: "Write tests", status: :pending}

  



  
    
      
    
    
      status_to_string(status)



        
          
        

    

  


  

Returns the string representation of a task status.
Examples
iex> Task.status_to_string(:pending)
"pending"

iex> Task.status_to_string(:in_progress)
"in_progress"

  


        

      


  

    
Mojentic.LLM.Tools.EphemeralTaskManager.TaskList 
    



      
Manages a list of tasks for the ephemeral task manager.
This module provides functions for adding, starting, completing, and listing tasks.
Tasks follow a state machine that transitions from :pending through :in_progress to :completed.
Examples
iex> task_list = TaskList.new()
iex> {task, task_list} = TaskList.append_task(task_list, "Write tests")
iex> task.description
"Write tests"

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        append_task(list, description)

      


        Appends a new task to the end of the list.



    


    
      
        clear_tasks(task_list)

      


        Clears all tasks from the list.



    


    
      
        complete_task(list, task_id)

      


        Completes a task by changing its status from :in_progress to :completed.



    


    
      
        insert_task_after(list, existing_task_id, description)

      


        Inserts a new task after an existing task with the given ID.



    


    
      
        list_tasks(task_list)

      


        Returns all tasks in the list.



    


    
      
        new()

      


        Creates a new empty task list.



    


    
      
        prepend_task(list, description)

      


        Prepends a new task to the beginning of the list.



    


    
      
        start_task(list, task_id)

      


        Starts a task by changing its status from :pending to :in_progress.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.EphemeralTaskManager.TaskList{
  next_id: pos_integer(),
  tasks: [Mojentic.LLM.Tools.EphemeralTaskManager.Task.t()]
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      append_task(list, description)



        
          
        

    

  


  

Appends a new task to the end of the list.
Returns a tuple of the created task and the updated task list.
Examples
iex> task_list = TaskList.new()
iex> {task, task_list} = TaskList.append_task(task_list, "Write tests")
iex> task.status
:pending

  



  
    
      
    
    
      clear_tasks(task_list)



        
          
        

    

  


  

Clears all tasks from the list.
Returns a tuple of the count of cleared tasks and the empty task list.
Examples
iex> task_list = TaskList.new()
iex> {_task, task_list} = TaskList.append_task(task_list, "Task 1")
iex> {count, empty_list} = TaskList.clear_tasks(task_list)
iex> count
1
iex> TaskList.list_tasks(empty_list)
[]

  



  
    
      
    
    
      complete_task(list, task_id)



        
          
        

    

  


  

Completes a task by changing its status from :in_progress to :completed.
Returns {:ok, task, updated_list} on success or {:error, reason} if the
task is not found or not in :in_progress status.
Examples
iex> task_list = TaskList.new()
iex> {task, task_list} = TaskList.append_task(task_list, "Task 1")
iex> {:ok, _, task_list} = TaskList.start_task(task_list, task.id)
iex> {:ok, completed_task, task_list} = TaskList.complete_task(task_list, task.id)
iex> completed_task.status
:completed

  



  
    
      
    
    
      insert_task_after(list, existing_task_id, description)



        
          
        

    

  


  

Inserts a new task after an existing task with the given ID.
Returns {:ok, task, updated_list} on success or {:error, reason} if the
existing task is not found.
Examples
iex> task_list = TaskList.new()
iex> {_task1, task_list} = TaskList.append_task(task_list, "Task 1")
iex> {:ok, task2, task_list} = TaskList.insert_task_after(task_list, 1, "Task 2")
iex> task2.description
"Task 2"

  



  
    
      
    
    
      list_tasks(task_list)



        
          
        

    

  


  

Returns all tasks in the list.
Examples
iex> task_list = TaskList.new()
iex> {_task, task_list} = TaskList.append_task(task_list, "Task 1")
iex> tasks = TaskList.list_tasks(task_list)
iex> length(tasks)
1

  



  
    
      
    
    
      new()



        
          
        

    

  


  

Creates a new empty task list.
Examples
iex> TaskList.new()
%TaskList{tasks: [], next_id: 1}

  



  
    
      
    
    
      prepend_task(list, description)



        
          
        

    

  


  

Prepends a new task to the beginning of the list.
Returns a tuple of the created task and the updated task list.
Examples
iex> task_list = TaskList.new()
iex> {task, task_list} = TaskList.prepend_task(task_list, "Important task")
iex> task.status
:pending

  



  
    
      
    
    
      start_task(list, task_id)



        
          
        

    

  


  

Starts a task by changing its status from :pending to :in_progress.
Returns {:ok, task, updated_list} on success or {:error, reason} if the
task is not found or not in :pending status.
Examples
iex> task_list = TaskList.new()
iex> {task, task_list} = TaskList.append_task(task_list, "Task 1")
iex> {:ok, started_task, task_list} = TaskList.start_task(task_list, task.id)
iex> started_task.status
:in_progress

  


        

      


  

    
Mojentic.LLM.Tools.FilesystemGateway 
    



      
A gateway for interacting with the filesystem within a sandboxed base path.
This module provides safe filesystem operations that are restricted to a
specific base directory, preventing path traversal attacks.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        find_files_by_glob(fs, path, pattern)

      


        Finds files matching a glob pattern.



    


    
      
        find_files_containing(fs, path, pattern)

      


        Finds files containing text matching a regex pattern.



    


    
      
        find_lines_matching(fs, path, file_name, pattern)

      


        Finds all lines in a file matching a regex pattern.



    


    
      
        list_all_files(fs, path)

      


        Lists all files recursively in a directory.



    


    
      
        ls(fs, path)

      


        Lists files in a directory (non-recursive).



    


    
      
        new(base_path)

      


        Creates a new FilesystemGateway with the specified base path.



    


    
      
        read(fs, path, file_name)

      


        Reads the content of a file.



    


    
      
        resolve_path(filesystem_gateway, path)

      


        Resolves a path relative to the base path and ensures it stays within the sandbox.



    


    
      
        write(fs, path, file_name, content)

      


        Writes content to a file.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.FilesystemGateway{base_path: String.t()}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      find_files_by_glob(fs, path, pattern)



        
          
        

    

  


  

      

          @spec find_files_by_glob(t(), String.t(), String.t()) ::
  {:ok, [String.t()]} | {:error, String.t()}


      


Finds files matching a glob pattern.

  



  
    
      
    
    
      find_files_containing(fs, path, pattern)



        
          
        

    

  


  

      

          @spec find_files_containing(t(), String.t(), String.t()) ::
  {:ok, [String.t()]} | {:error, String.t()}


      


Finds files containing text matching a regex pattern.

  



  
    
      
    
    
      find_lines_matching(fs, path, file_name, pattern)



        
          
        

    

  


  

      

          @spec find_lines_matching(t(), String.t(), String.t(), String.t()) ::
  {:ok, [map()]} | {:error, String.t()}


      


Finds all lines in a file matching a regex pattern.

  



  
    
      
    
    
      list_all_files(fs, path)



        
          
        

    

  


  

      

          @spec list_all_files(t(), String.t()) :: {:ok, [String.t()]} | {:error, String.t()}


      


Lists all files recursively in a directory.

  



  
    
      
    
    
      ls(fs, path)



        
          
        

    

  


  

      

          @spec ls(t(), String.t()) :: {:ok, [String.t()]} | {:error, String.t()}


      


Lists files in a directory (non-recursive).

  



  
    
      
    
    
      new(base_path)



        
          
        

    

  


  

      

          @spec new(String.t()) :: {:ok, t()} | {:error, String.t()}


      


Creates a new FilesystemGateway with the specified base path.

  



  
    
      
    
    
      read(fs, path, file_name)



        
          
        

    

  


  

      

          @spec read(t(), String.t(), String.t()) :: {:ok, String.t()} | {:error, String.t()}


      


Reads the content of a file.

  



  
    
      
    
    
      resolve_path(filesystem_gateway, path)



        
          
        

    

  


  

      

          @spec resolve_path(t(), String.t()) :: {:ok, String.t()} | {:error, String.t()}


      


Resolves a path relative to the base path and ensures it stays within the sandbox.

  



  
    
      
    
    
      write(fs, path, file_name, content)



        
          
        

    

  


  

      

          @spec write(t(), String.t(), String.t(), String.t()) :: :ok | {:error, String.t()}


      


Writes content to a file.

  


        

      


  

    
Mojentic.LLM.Tools.FindFilesByGlobTool 
    



      
Tool for finding files matching a glob pattern.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(fs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.FindFilesByGlobTool{
  fs: Mojentic.LLM.Tools.FilesystemGateway.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(fs)



        
          
        

    

  


  

      

          @spec new(Mojentic.LLM.Tools.FilesystemGateway.t()) :: t()


      



  


        

      


  

    
Mojentic.LLM.Tools.FindFilesContainingTool 
    



      
Tool for finding files containing text matching a regex pattern.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(fs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.FindFilesContainingTool{
  fs: Mojentic.LLM.Tools.FilesystemGateway.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(fs)



        
          
        

    

  


  

      

          @spec new(Mojentic.LLM.Tools.FilesystemGateway.t()) :: t()


      



  


        

      


  

    
Mojentic.LLM.Tools.FindLinesMatchingTool 
    



      
Tool for finding all lines in a file matching a regex pattern.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(fs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.FindLinesMatchingTool{
  fs: Mojentic.LLM.Tools.FilesystemGateway.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(fs)



        
          
        

    

  


  

      

          @spec new(Mojentic.LLM.Tools.FilesystemGateway.t()) :: t()


      



  


        

      


  

    
Mojentic.LLM.Tools.ListAllFilesTool 
    



      
Tool for listing all files recursively in a directory.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(fs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.ListAllFilesTool{
  fs: Mojentic.LLM.Tools.FilesystemGateway.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(fs)



        
          
        

    

  


  

      

          @spec new(Mojentic.LLM.Tools.FilesystemGateway.t()) :: t()


      



  


        

      


  

    
Mojentic.LLM.Tools.ListFilesTool 
    



      
Tool for listing files in a directory (non-recursive).

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(fs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.ListFilesTool{
  fs: Mojentic.LLM.Tools.FilesystemGateway.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(fs)



        
          
        

    

  


  

      

          @spec new(Mojentic.LLM.Tools.FilesystemGateway.t()) :: t()


      



  


        

      


  

    
Mojentic.LLM.Tools.ReadFileTool 
    



      
Tool for reading the entire content of a file.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(fs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.ReadFileTool{
  fs: Mojentic.LLM.Tools.FilesystemGateway.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(fs)



        
          
        

    

  


  

      

          @spec new(Mojentic.LLM.Tools.FilesystemGateway.t()) :: t()


      



  


        

      


  

    
Mojentic.LLM.Tools.TellUser 
    



      
Tool for displaying messages to the user without expecting a response.
This tool allows the LLM to send important intermediate information to the user
as it works on completing their request. It's useful for providing status updates,
progress information, or other important messages during long-running operations.
Examples
alias Mojentic.LLM.Tools.TellUser

tool = TellUser.new()
{:ok, result} = TellUser.run(tool, %{"message" => "Processing your request..."})
# Prints to stdout:
#
#
#
# MESSAGE FROM ASSISTANT:
# Processing your request...
#
# Returns: {:ok, "Message delivered to user."}

      


      
        Summary


  
    Functions
  


    
      
        new()

      


        Creates a new TellUser tool instance.



    





      


      
        Functions


        


  
    
      
    
    
      new()



        
          
        

    

  


  

Creates a new TellUser tool instance.

  


        

      


  

    
Mojentic.LLM.Tools.ToolCallExecution 
    



      
A single tool call to execute, identified by an opaque id.
The id is preserved on the matching Mojentic.LLM.Tools.ToolCallOutcome
so callers can pair calls and outcomes deterministically.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(id, name, args)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.ToolCallExecution{
  args: map(),
  id: String.t(),
  name: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(id, name, args)



        
          
        

    

  


  


  


        

      


  

    
Mojentic.LLM.Tools.ToolCallOutcome 
    



      
Outcome of executing a single tool call.
Discriminated by :ok? — true means the tool returned a result,
false means the tool returned an error tuple or raised.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.ToolCallOutcome{
  duration_ms: number(),
  error: term() | nil,
  id: String.t(),
  name: String.t(),
  ok?: boolean(),
  result: term() | nil
}


      



  


        

      


  

    
Mojentic.LLM.Tools.ToolInvocation 
    



      
Internal helper that invokes a single tool call against a resolved
tool, honouring the optional run-context contract, and packages the
result into a Mojentic.LLM.Tools.ToolCallOutcome.
Tools may accept either run/2 (the existing two-arg form,
run(tool, args)) or, when they implement
Mojentic.LLM.Tools.RunContext-aware semantics, run/3
(run(tool, args, ctx)). The invocation helper detects which is
exported and dispatches accordingly.

      


      
        Summary


  
    Functions
  


    
      
        invoke(call, tools, ctx \\ nil)

      


        Resolve and invoke a single tool. Always returns a
ToolCallOutcome — exceptions are caught and surfaced as
ok?: false.



    





      


      
        Functions


        


    

  
    
      
    
    
      invoke(call, tools, ctx \\ nil)



        
          
        

    

  


  

Resolve and invoke a single tool. Always returns a
ToolCallOutcome — exceptions are caught and surfaced as
ok?: false.

  


        

      


  

    
Mojentic.LLM.Tools.ToolWrapper 
    



      
Wraps a BaseLLMAgent as a Tool for delegation patterns.
This allows agents to use other agents as tools, enabling complex
multi-agent architectures where coordinator agents can delegate
specialized tasks to expert agents.
Examples
# Create a specialist agent
temporal_agent = BaseLLMAgent.new(
  broker: Broker.new("qwen3:7b", Ollama),
  behaviour: "You are a historian specializing in temporal reasoning.",
  tools: [DateResolver]
)

# Wrap it as a tool
temporal_tool = ToolWrapper.new(
  agent: temporal_agent,
  name: "temporal_specialist",
  description: "A historian that can resolve dates and temporal queries."
)

# Use it in a coordinator agent
coordinator = BaseLLMAgent.new(
  broker: Broker.new("qwen3:32b", Ollama),
  behaviour: "You are a coordinator that delegates to specialists.",
  tools: [temporal_tool]
)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        descriptor(tool_wrapper)

      


        Returns the tool descriptor for this wrapped agent.



    


    
      
        new(opts)

      


        Creates a new ToolWrapper.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.ToolWrapper{
  agent: Mojentic.Agents.BaseLLMAgent.t(),
  description: String.t(),
  name: String.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      descriptor(tool_wrapper)



        
          
        

    

  


  

Returns the tool descriptor for this wrapped agent.
The descriptor is built dynamically from the instance's name and description.

  



  
    
      
    
    
      new(opts)



        
          
        

    

  


  

Creates a new ToolWrapper.
Parameters
	opts: Keyword list with:	:agent - BaseLLMAgent to wrap (required)
	:name - Tool name for LLM function calling (required)
	:description - Description of what the agent does (required)



Examples
tool = ToolWrapper.new(
  agent: my_agent,
  name: "specialist",
  description: "An expert in specialized topics"
)

  


        

      


  

    
Mojentic.LLM.Tools.WriteFileTool 
    



      
Tool for writing content to a file, completely overwriting any existing content.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(fs)

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.Tools.WriteFileTool{
  fs: Mojentic.LLM.Tools.FilesystemGateway.t()
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      new(fs)



        
          
        

    

  


  

      

          @spec new(Mojentic.LLM.Tools.FilesystemGateway.t()) :: t()


      



  


        

      


  

    
Mojentic.Router 
    



      
Routes events to agents based on event type.
The Router maintains a mapping from event types (modules) to lists of agents
that should receive those events. When an event is dispatched, the router
determines which agents should process it.
Usage
router = Router.new()
router = Router.add_route(router, QuestionEvent, fact_checker_agent)
router = Router.add_route(router, QuestionEvent, answer_generator_agent)

agents = Router.get_agents(router, %QuestionEvent{...})
#=> [fact_checker_agent, answer_generator_agent]
Examples
# Create a router
router = Router.new()

# Add routes for different event types
router = router
|> Router.add_route(QuestionEvent, fact_checker)
|> Router.add_route(QuestionEvent, answer_generator)
|> Router.add_route(FactCheckEvent, aggregator)
|> Router.add_route(AnswerEvent, aggregator)

# Get agents for an event
agents = Router.get_agents(router, question_event)

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        add_route(router, event_type, agent)

      


        Adds a route mapping an event type to an agent.



    


    
      
        get_agents(router, map)

      


        Gets all agents registered to handle a specific event.



    


    
      
        new()

      


        Creates a new empty router.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.Router{routes: %{required(module()) => [pid() | module()]}}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      add_route(router, event_type, agent)



        
          
        

    

  


  

Adds a route mapping an event type to an agent.
Multiple agents can be registered for the same event type.
When an event of that type is dispatched, all registered agents
will receive it.
Parameters
	router - The router to update
	event_type - The event module to route
	agent - The agent (pid or module) to receive events of this type

Examples
iex> router = Router.new()
iex> router = Router.add_route(router, QuestionEvent, my_agent)
iex> Router.get_agents(router, %QuestionEvent{})
[my_agent]

  



  
    
      
    
    
      get_agents(router, map)



        
          
        

    

  


  

Gets all agents registered to handle a specific event.
Parameters
	router - The router to query
	event - The event struct to find handlers for

Returns
A list of agents (pids or modules) that handle this event type.
Returns an empty list if no agents are registered.
Examples
iex> router = Router.new()
iex> router = Router.add_route(router, QuestionEvent, agent1)
iex> router = Router.add_route(router, QuestionEvent, agent2)
iex> Router.get_agents(router, %QuestionEvent{})
[agent1, agent2]

  



  
    
      
    
    
      new()



        
          
        

    

  


  

Creates a new empty router.
Examples
iex> Router.new()
%Router{routes: %{}}

  


        

      


  

    
Mojentic.Tracer 
    



      
Public API for the Mojentic Tracer System.
The tracer system provides observability and debugging capabilities by recording
LLM calls, tool executions, and agent interactions. All events include correlation
IDs for tracing related operations across the system.
Quick Start
# Start a tracer
{:ok, tracer} = Tracer.start_link()

# Pass to components
broker = Broker.new("gpt-4", gateway, tracer: tracer)
{:ok, response} = Broker.generate(broker, messages, tools: [tool])

# Query events
events = Tracer.get_events(tracer)
llm_calls = Tracer.get_events(tracer, event_type: LLMCallTracerEvent)
Null Tracer
When tracing is not needed, use the null tracer to avoid overhead:
broker = Broker.new("gpt-4", gateway, tracer: Tracer.null_tracer())
Event Types
	TracerEvent - Base event type
	LLMCallTracerEvent - Records LLM calls
	LLMResponseTracerEvent - Records LLM responses
	ToolCallTracerEvent - Records tool executions
	AgentInteractionTracerEvent - Records agent-to-agent interactions

Filtering Events
# By type
llm_calls = Tracer.get_events(tracer, event_type: LLMCallTracerEvent)

# By time range
recent = Tracer.get_events(tracer,
  start_time: start_timestamp,
  end_time: end_timestamp
)

# By correlation ID
related = Tracer.get_events(tracer,
  filter_func: fn event -> event.correlation_id == "abc-123" end
)

# Last N events
recent = Tracer.get_last_n_tracer_events(tracer, 10)
Correlation IDs
Correlation IDs allow tracing related events across system boundaries:
alias UUID

correlation_id = UUID.uuid4()

# Pass the same correlation_id to all related operations
Tracer.record_llm_call(tracer,
  model: "gpt-4",
  messages: messages,
  correlation_id: correlation_id
)

Tracer.record_tool_call(tracer,
  tool_name: "date_resolver",
  arguments: args,
  result: result,
  correlation_id: correlation_id
)

# Query all related events
related_events = Tracer.get_events(tracer,
  filter_func: fn e -> e.correlation_id == correlation_id end
)

      


      
        Summary


  
    Functions
  


    
      
        clear(server)

      


        Clears all events from the tracer.



    


    
      
        disable(server)

      


        Disables the tracer system.



    


    
      
        enable(server)

      


        Enables the tracer system.



    


    
      
        enabled?(server)

      


        Checks if the tracer is enabled.



    


    
      
        get_events(server, opts \\ [])

      


        Retrieves events from the tracer.



    


    
      
        get_last_n_tracer_events(server, n, opts \\ [])

      


        Gets the last N tracer events.



    


    
      
        null_tracer()

      


        Returns the singleton null tracer instance.



    


    
      
        record_agent_interaction(server, opts)

      


        Records an agent interaction event.



    


    
      
        record_event(server, event)

      


        Records a generic tracer event.



    


    
      
        record_llm_call(server, opts)

      


        Records an LLM call event.



    


    
      
        record_llm_response(server, opts)

      


        Records an LLM response event.



    


    
      
        record_tool_batch(server, opts)

      


        Records a parallel tool-batch event.



    


    
      
        record_tool_call(server, opts)

      


        Records a tool call event.



    


    
      
        start_link(opts \\ [])

      


        See Mojentic.Tracer.TracerSystem.start_link/1.



    





      


      
        Functions


        


  
    
      
    
    
      clear(server)



        
          
        

    

  


  

Clears all events from the tracer.

  



  
    
      
    
    
      disable(server)



        
          
        

    

  


  

Disables the tracer system.

  



  
    
      
    
    
      enable(server)



        
          
        

    

  


  

Enables the tracer system.

  



  
    
      
    
    
      enabled?(server)



        
          
        

    

  


  

Checks if the tracer is enabled.

  



    

  
    
      
    
    
      get_events(server, opts \\ [])



        
          
        

    

  


  

Retrieves events from the tracer.

  



    

  
    
      
    
    
      get_last_n_tracer_events(server, n, opts \\ [])



        
          
        

    

  


  

Gets the last N tracer events.

  



  
    
      
    
    
      null_tracer()



        
          
        

    

  


  

      

          @spec null_tracer() :: :null_tracer


      


Returns the singleton null tracer instance.
The null tracer implements the same API as TracerSystem but performs no operations,
following the Null Object Pattern. This eliminates conditional checks in code.
Examples
# Use null tracer when tracing is not needed
broker = Broker.new("gpt-4", gateway, tracer: Tracer.null_tracer())

# All operations are no-ops
Tracer.record_llm_call(Tracer.null_tracer(), ...)  # Does nothing
Tracer.get_events(Tracer.null_tracer())            # Returns []

  



  
    
      
    
    
      record_agent_interaction(server, opts)



        
          
        

    

  


  

Records an agent interaction event.

  



  
    
      
    
    
      record_event(server, event)



        
          
        

    

  


  

Records a generic tracer event.

  



  
    
      
    
    
      record_llm_call(server, opts)



        
          
        

    

  


  

Records an LLM call event.

  



  
    
      
    
    
      record_llm_response(server, opts)



        
          
        

    

  


  

Records an LLM response event.

  



  
    
      
    
    
      record_tool_batch(server, opts)



        
          
        

    

  


  

Records a parallel tool-batch event.

  



  
    
      
    
    
      record_tool_call(server, opts)



        
          
        

    

  


  

Records a tool call event.

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

See Mojentic.Tracer.TracerSystem.start_link/1.

  


        

      


  

    
Mojentic.Tracer.EventStore 
    



      
GenServer for storing and querying tracer events.
The EventStore provides persistent storage for tracer events with support for:
	Storing events with optional callbacks
	Filtering by event type, time range, and custom functions
	Querying the last N events
	Clearing all events

Examples
# Start the event store
{:ok, pid} = EventStore.start_link([])

# Store an event
event = %TracerEvent{...}
:ok = EventStore.store(pid, event)

# Get all events
events = EventStore.get_events(pid)

# Get events by type
llm_events = EventStore.get_events(pid, event_type: LLMCallTracerEvent)

# Get events by time range
events = EventStore.get_events(pid,
  start_time: start_timestamp,
  end_time: end_timestamp
)

# Get last N events
recent = EventStore.get_last_n_events(pid, 10)

# Clear all events
:ok = EventStore.clear(pid)

      


      
        Summary


  
    Types
  


    
      
        event_type()

      


    


    
      
        filter_func()

      


    


    
      
        on_store_callback()

      


    





  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear(server)

      


        Clears all events from the store.



    


    
      
        get_events(server, opts \\ [])

      


        Retrieves events from the store with optional filtering.



    


    
      
        get_last_n_events(server, n, opts \\ [])

      


        Gets the last N events, optionally filtered by type.



    


    
      
        start_link(opts \\ [])

      


        Starts the EventStore GenServer.



    


    
      
        store(server, event)

      


        Stores an event in the event store.



    





      


      
        Types


        


  
    
      
    
    
      event_type()



        
          
        

    

  


  

      

          @type event_type() :: module()


      



  



  
    
      
    
    
      filter_func()



        
          
        

    

  


  

      

          @type filter_func() :: (Mojentic.Tracer.TracerEvents.TracerEvent.t() -> boolean())


      



  



  
    
      
    
    
      on_store_callback()



        
          
        

    

  


  

      

          @type on_store_callback() :: (Mojentic.Tracer.TracerEvents.TracerEvent.t() -> any())


      



  


        

      

      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      clear(server)



        
          
        

    

  


  

      

          @spec clear(GenServer.server()) :: :ok


      


Clears all events from the store.
Examples
:ok = EventStore.clear(pid)

  



    

  
    
      
    
    
      get_events(server, opts \\ [])



        
          
        

    

  


  

      

          @spec get_events(
  GenServer.server(),
  keyword()
) :: [Mojentic.Tracer.TracerEvents.TracerEvent.t()]


      


Retrieves events from the store with optional filtering.
Options
	:event_type - Filter by specific event type (module)
	:start_time - Include events with timestamp >= start_time
	:end_time - Include events with timestamp <= end_time
	:filter_func - Custom filter function that returns true for events to include

Examples
# Get all events
events = EventStore.get_events(pid)

# Filter by type
llm_calls = EventStore.get_events(pid, event_type: LLMCallTracerEvent)

# Filter by time range
recent = EventStore.get_events(pid,
  start_time: start_timestamp,
  end_time: end_timestamp
)

# Custom filter
events = EventStore.get_events(pid,
  filter_func: fn event -> event.correlation_id == "abc-123" end
)

  



    

  
    
      
    
    
      get_last_n_events(server, n, opts \\ [])



        
          
        

    

  


  

      

          @spec get_last_n_events(GenServer.server(), non_neg_integer(), keyword()) :: [
  Mojentic.Tracer.TracerEvents.TracerEvent.t()
]


      


Gets the last N events, optionally filtered by type.
Examples
# Get last 10 events
recent = EventStore.get_last_n_events(pid, 10)

# Get last 5 LLM call events
recent_calls = EventStore.get_last_n_events(pid, 5,
  event_type: LLMCallTracerEvent
)

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the EventStore GenServer.
Options
	:on_store_callback - Function called whenever an event is stored
	:name - Name to register the GenServer under

Examples
{:ok, pid} = EventStore.start_link([])
{:ok, pid} = EventStore.start_link(name: :my_event_store)
{:ok, pid} = EventStore.start_link(on_store_callback: &IO.inspect/1)

  



  
    
      
    
    
      store(server, event)



        
          
        

    

  


  

      

          @spec store(GenServer.server(), Mojentic.Tracer.TracerEvents.TracerEvent.t()) :: :ok


      


Stores an event in the event store.
If an on_store_callback was provided during initialization, it will be called
with the stored event.
Examples
event = %TracerEvent{...}
:ok = EventStore.store(pid, event)

  


        

      


  

    
Mojentic.Tracer.NullTracer 
    



      
A no-op implementation of TracerSystem following the Null Object Pattern.
The NullTracer provides the same API as TracerSystem but performs no operations,
eliminating the need for conditional checks in client code. All record methods
return :ok but do nothing, and all query methods return empty lists.
Usage
# Use the singleton null tracer instance
alias Mojentic.Tracer

# Pass to components that optionally accept a tracer
broker = Broker.new("gpt-4", gateway, tracer: Tracer.null_tracer())

# All operations are no-ops
Tracer.null_tracer() |> NullTracer.record_llm_call(...)  # Does nothing
Tracer.null_tracer() |> NullTracer.get_events()          # Returns []
Benefits
	Eliminates conditional tracing checks throughout codebase
	Same API as TracerSystem for seamless substitution
	Zero overhead when tracing is disabled
	Cleaner code without if tracer != nil checks


      


      
        Summary


  
    Functions
  


    
      
        clear(server)

      


        No-op: Does nothing.



    


    
      
        disable(server)

      


        No-op: Does nothing.



    


    
      
        enable(server)

      


        No-op: Does nothing.



    


    
      
        enabled?(server)

      


        Always returns false.



    


    
      
        get_events(server, opts \\ [])

      


        Always returns an empty list.



    


    
      
        get_last_n_tracer_events(server, n, opts \\ [])

      


        Always returns an empty list.



    


    
      
        record_agent_interaction(server, opts)

      


        No-op: Does not record the agent interaction.



    


    
      
        record_event(server, event)

      


        No-op: Does not record the event.



    


    
      
        record_llm_call(server, opts)

      


        No-op: Does not record the LLM call.



    


    
      
        record_llm_response(server, opts)

      


        No-op: Does not record the LLM response.



    


    
      
        record_tool_batch(server, opts)

      


        No-op: Does not record the tool batch.



    


    
      
        record_tool_call(server, opts)

      


        No-op: Does not record the tool call.



    





      


      
        Functions


        


  
    
      
    
    
      clear(server)



        
          
        

    

  


  

      

          @spec clear(atom()) :: :ok


      


No-op: Does nothing.
Examples
:ok = NullTracer.clear(:null_tracer)

  



  
    
      
    
    
      disable(server)



        
          
        

    

  


  

      

          @spec disable(atom()) :: :ok


      


No-op: Does nothing.
Examples
:ok = NullTracer.disable(:null_tracer)

  



  
    
      
    
    
      enable(server)



        
          
        

    

  


  

      

          @spec enable(atom()) :: :ok


      


No-op: Does nothing.
Examples
:ok = NullTracer.enable(:null_tracer)

  



  
    
      
    
    
      enabled?(server)



        
          
        

    

  


  

      

          @spec enabled?(atom()) :: false


      


Always returns false.
Examples
false = NullTracer.enabled?(:null_tracer)

  



    

  
    
      
    
    
      get_events(server, opts \\ [])



        
          
        

    

  


  

      

          @spec get_events(
  atom(),
  keyword()
) :: []


      


Always returns an empty list.
Examples
[] = NullTracer.get_events(:null_tracer)
[] = NullTracer.get_events(:null_tracer, event_type: LLMCallTracerEvent)

  



    

  
    
      
    
    
      get_last_n_tracer_events(server, n, opts \\ [])



        
          
        

    

  


  

      

          @spec get_last_n_tracer_events(atom(), non_neg_integer(), keyword()) :: []


      


Always returns an empty list.
Examples
[] = NullTracer.get_last_n_tracer_events(:null_tracer, 10)

  



  
    
      
    
    
      record_agent_interaction(server, opts)



        
          
        

    

  


  

      

          @spec record_agent_interaction(
  atom(),
  keyword()
) :: :ok


      


No-op: Does not record the agent interaction.
Examples
:ok = NullTracer.record_agent_interaction(:null_tracer,
  from_agent: "A",
  to_agent: "B",
  event_type: "request",
  correlation_id: "abc"
)

  



  
    
      
    
    
      record_event(server, event)



        
          
        

    

  


  

      

          @spec record_event(atom(), Mojentic.Tracer.TracerEvents.TracerEvent.t()) :: :ok


      


No-op: Does not record the event.
Examples
event = %TracerEvent{...}
:ok = NullTracer.record_event(:null_tracer, event)

  



  
    
      
    
    
      record_llm_call(server, opts)



        
          
        

    

  


  

      

          @spec record_llm_call(
  atom(),
  keyword()
) :: :ok


      


No-op: Does not record the LLM call.
Examples
:ok = NullTracer.record_llm_call(:null_tracer,
  model: "gpt-4",
  messages: [],
  correlation_id: "abc"
)

  



  
    
      
    
    
      record_llm_response(server, opts)



        
          
        

    

  


  

      

          @spec record_llm_response(
  atom(),
  keyword()
) :: :ok


      


No-op: Does not record the LLM response.
Examples
:ok = NullTracer.record_llm_response(:null_tracer,
  model: "gpt-4",
  content: "Hello",
  correlation_id: "abc"
)

  



  
    
      
    
    
      record_tool_batch(server, opts)



        
          
        

    

  


  

      

          @spec record_tool_batch(
  atom(),
  keyword()
) :: :ok


      


No-op: Does not record the tool batch.

  



  
    
      
    
    
      record_tool_call(server, opts)



        
          
        

    

  


  

      

          @spec record_tool_call(
  atom(),
  keyword()
) :: :ok


      


No-op: Does not record the tool call.
Examples
:ok = NullTracer.record_tool_call(:null_tracer,
  tool_name: "date_resolver",
  arguments: %{},
  result: "2024-11-15",
  correlation_id: "abc"
)

  


        

      


  

    
Mojentic.Tracer.TracerEvents 
    



      
Defines tracer event types for tracking system interactions.
Tracer events are used to track system interactions for observability purposes.
They are distinct from regular events which are used for agent communication.
All tracer events include:
	timestamp: Unix timestamp (seconds since epoch) when the event occurred
	correlation_id: UUID string copied from cause-to-effect for tracing events
	source: Module or component that generated the event

Each event type provides a printable_summary/1 function that returns a formatted
string representation of the event for debugging and observability.

      


      
        Summary


  
    Functions
  


    
      
        format_base_summary(event, event_type_name)

      


    


    
      
        format_timestamp(timestamp)

      


    





      


      
        Functions


        


  
    
      
    
    
      format_base_summary(event, event_type_name)



        
          
        

    

  


  


  



  
    
      
    
    
      format_timestamp(timestamp)



        
          
        

    

  


  


  


        

      


  

    
Mojentic.Tracer.TracerEvents.AgentInteractionTracerEvent 
    



      
Records interactions between agents.

      


      
        Summary


  
    Functions
  


    
      
        printable_summary(event)

      


    





      


      
        Functions


        


  
    
      
    
    
      printable_summary(event)



        
          
        

    

  


  


  


        

      


  

    
Mojentic.Tracer.TracerEvents.LLMCallTracerEvent 
    



      
Records when an LLM is called with specific messages.

      


      
        Summary


  
    Functions
  


    
      
        printable_summary(event)

      


    





      


      
        Functions


        


  
    
      
    
    
      printable_summary(event)



        
          
        

    

  


  


  


        

      


  

    
Mojentic.Tracer.TracerEvents.LLMResponseTracerEvent 
    



      
Records when an LLM responds to a call.

      


      
        Summary


  
    Functions
  


    
      
        printable_summary(event)

      


    





      


      
        Functions


        


  
    
      
    
    
      printable_summary(event)



        
          
        

    

  


  


  


        

      


  

    
Mojentic.Tracer.TracerEvents.ToolBatchTracerEvent 
    



      
Records the end-to-end execution of a parallel tool batch.
Per-call detail still lands as ToolCallTracerEvent events; the
batch event lets observers measure parallelism gains and correlate
calls dispatched together.

      


      
        Summary


  
    Functions
  


    
      
        printable_summary(event)

      


    





      


      
        Functions


        


  
    
      
    
    
      printable_summary(event)



        
          
        

    

  


  


  


        

      


  

    
Mojentic.Tracer.TracerEvents.ToolCallTracerEvent 
    



      
Records when a tool is called during agent execution.

      


      
        Summary


  
    Functions
  


    
      
        printable_summary(event)

      


    





      


      
        Functions


        


  
    
      
    
    
      printable_summary(event)



        
          
        

    

  


  


  


        

      


  

    
Mojentic.Tracer.TracerEvents.TracerEvent 
    



      
Base structure for all tracer events.

      


      
        Summary


  
    Functions
  


    
      
        printable_summary(event)

      


    





      


      
        Functions


        


  
    
      
    
    
      printable_summary(event)



        
          
        

    

  


  


  


        

      


  

    
Mojentic.Tracer.TracerSystem 
    



      
Central system for capturing and querying tracer events.
The TracerSystem coordinates event recording through an EventStore and provides
convenience methods for recording different types of events (LLM calls, tool calls,
agent interactions) and querying them.
Usage
# Start a tracer system
{:ok, tracer} = TracerSystem.start_link()

# Record an LLM call
TracerSystem.record_llm_call(tracer,
  model: "gpt-4",
  messages: [%{role: "user", content: "Hello"}],
  temperature: 0.7,
  correlation_id: "abc-123"
)

# Record an LLM response
TracerSystem.record_llm_response(tracer,
  model: "gpt-4",
  content: "Hello! How can I help?",
  call_duration_ms: 123.45,
  correlation_id: "abc-123"
)

# Query events
events = TracerSystem.get_events(tracer)
llm_calls = TracerSystem.get_events(tracer, event_type: LLMCallTracerEvent)

# Enable/disable tracing
TracerSystem.disable(tracer)
TracerSystem.enable(tracer)

# Clear events
TracerSystem.clear(tracer)
Integration
To integrate with LLM components, pass the tracer as an option:
broker = Broker.new("gpt-4", gateway, tracer: tracer)
{:ok, response} = Broker.generate(broker, messages, tools: [tool])
The broker will automatically record LLM calls and responses.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        clear(server)

      


        Clears all events from the tracer.



    


    
      
        disable(server)

      


        Disables the tracer system.



    


    
      
        enable(server)

      


        Enables the tracer system.



    


    
      
        enabled?(server)

      


        Checks if the tracer is enabled.



    


    
      
        get_events(server, opts \\ [])

      


        Retrieves events from the tracer with optional filtering.



    


    
      
        get_last_n_tracer_events(server, n, opts \\ [])

      


        Gets the last N tracer events, optionally filtered by type.



    


    
      
        record_agent_interaction(server, opts)

      


        Records an agent interaction event.



    


    
      
        record_event(server, event)

      


        Records a generic tracer event.



    


    
      
        record_llm_call(server, opts)

      


        Records an LLM call event.



    


    
      
        record_llm_response(server, opts)

      


        Records an LLM response event.



    


    
      
        record_tool_batch(server, opts)

      


        Records a parallel tool batch event.



    


    
      
        record_tool_call(server, opts)

      


        Records a tool call event.



    


    
      
        start_link(opts \\ [])

      


        Starts the TracerSystem GenServer.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      clear(server)



        
          
        

    

  


  

      

          @spec clear(GenServer.server()) :: :ok


      


Clears all events from the tracer.
Examples
:ok = TracerSystem.clear(tracer)

  



  
    
      
    
    
      disable(server)



        
          
        

    

  


  

      

          @spec disable(GenServer.server()) :: :ok


      


Disables the tracer system.
When disabled, events will not be recorded.
Examples
:ok = TracerSystem.disable(tracer)

  



  
    
      
    
    
      enable(server)



        
          
        

    

  


  

      

          @spec enable(GenServer.server()) :: :ok


      


Enables the tracer system.
When enabled, events will be recorded.
Examples
:ok = TracerSystem.enable(tracer)

  



  
    
      
    
    
      enabled?(server)



        
          
        

    

  


  

      

          @spec enabled?(GenServer.server()) :: boolean()


      


Checks if the tracer is enabled.
Examples
true = TracerSystem.enabled?(tracer)

  



    

  
    
      
    
    
      get_events(server, opts \\ [])



        
          
        

    

  


  

      

          @spec get_events(
  GenServer.server(),
  keyword()
) :: [Mojentic.Tracer.TracerEvents.TracerEvent.t()]


      


Retrieves events from the tracer with optional filtering.
See EventStore.get_events/2 for filter options.
Examples
# Get all events
events = TracerSystem.get_events(tracer)

# Filter by type
llm_calls = TracerSystem.get_events(tracer, event_type: LLMCallTracerEvent)

# Filter by time and type
events = TracerSystem.get_events(tracer,
  event_type: ToolCallTracerEvent,
  start_time: start_timestamp,
  end_time: end_timestamp
)

# Custom filter
events = TracerSystem.get_events(tracer,
  filter_func: fn event -> event.correlation_id == "abc-123" end
)

  



    

  
    
      
    
    
      get_last_n_tracer_events(server, n, opts \\ [])



        
          
        

    

  


  

      

          @spec get_last_n_tracer_events(GenServer.server(), non_neg_integer(), keyword()) :: [
  Mojentic.Tracer.TracerEvents.TracerEvent.t()
]


      


Gets the last N tracer events, optionally filtered by type.
Examples
# Get last 10 events
recent = TracerSystem.get_last_n_tracer_events(tracer, 10)

# Get last 5 LLM responses
recent = TracerSystem.get_last_n_tracer_events(tracer, 5,
  event_type: LLMResponseTracerEvent
)

  



  
    
      
    
    
      record_agent_interaction(server, opts)



        
          
        

    

  


  

      

          @spec record_agent_interaction(
  GenServer.server(),
  keyword()
) :: :ok


      


Records an agent interaction event.
Options
	:from_agent - Name of sending agent (required)
	:to_agent - Name of receiving agent (required)
	:event_type - Type of event (required)
	:event_id - Event identifier (default: nil)
	:source - Source module (default: TracerSystem)
	:correlation_id - Correlation ID for tracing (required)

Examples
TracerSystem.record_agent_interaction(tracer,
  from_agent: "AgentA",
  to_agent: "AgentB",
  event_type: "request",
  event_id: "event-123",
  correlation_id: "abc-123"
)

  



  
    
      
    
    
      record_event(server, event)



        
          
        

    

  


  

      

          @spec record_event(GenServer.server(), Mojentic.Tracer.TracerEvents.TracerEvent.t()) ::
  :ok


      


Records a generic tracer event.
Examples
event = %TracerEvent{
  timestamp: System.os_time(:millisecond) / 1000,
  correlation_id: "abc-123",
  source: MyModule
}
TracerSystem.record_event(tracer, event)

  



  
    
      
    
    
      record_llm_call(server, opts)



        
          
        

    

  


  

      

          @spec record_llm_call(
  GenServer.server(),
  keyword()
) :: :ok


      


Records an LLM call event.
Options
	:model - The LLM model being called (required)
	:messages - Messages sent to the LLM (required)
	:temperature - Temperature setting (default: 1.0)
	:tools - Available tools (default: nil)
	:source - Source module (default: TracerSystem)
	:correlation_id - Correlation ID for tracing (required)

Examples
TracerSystem.record_llm_call(tracer,
  model: "gpt-4",
  messages: [%{role: "user", content: "Hello"}],
  temperature: 0.7,
  correlation_id: "abc-123"
)

  



  
    
      
    
    
      record_llm_response(server, opts)



        
          
        

    

  


  

      

          @spec record_llm_response(
  GenServer.server(),
  keyword()
) :: :ok


      


Records an LLM response event.
Options
	:model - The LLM model that responded (required)
	:content - Response content (required)
	:tool_calls - Tool calls made by the LLM (default: nil)
	:call_duration_ms - Call duration in milliseconds (default: nil)
	:source - Source module (default: TracerSystem)
	:correlation_id - Correlation ID for tracing (required)

Examples
TracerSystem.record_llm_response(tracer,
  model: "gpt-4",
  content: "Hello! How can I help?",
  call_duration_ms: 123.45,
  correlation_id: "abc-123"
)

  



  
    
      
    
    
      record_tool_batch(server, opts)



        
          
        

    

  


  

      

          @spec record_tool_batch(
  GenServer.server(),
  keyword()
) :: :ok


      


Records a parallel tool batch event.
Options
	:batch_id - Unique id identifying this batch (required)
	:tool_names - Names of every tool dispatched (required)
	:success_count - Tools that returned {:ok, _} (required)
	:failure_count - Tools that returned {:error, _} or raised (required)
	:call_duration_ms - Wall-clock duration in milliseconds (required)
	:caller - Component that dispatched the batch (default: nil)
	:source - Source module (default: TracerSystem)
	:correlation_id - Correlation ID (required)


  



  
    
      
    
    
      record_tool_call(server, opts)



        
          
        

    

  


  

      

          @spec record_tool_call(
  GenServer.server(),
  keyword()
) :: :ok


      


Records a tool call event.
Options
	:tool_name - Name of the tool (required)
	:arguments - Tool arguments (required)
	:result - Tool result (required)
	:caller - Name of the caller (default: nil)
	:call_duration_ms - Call duration in milliseconds (default: nil)
	:source - Source module (default: TracerSystem)
	:correlation_id - Correlation ID for tracing (required)

Examples
TracerSystem.record_tool_call(tracer,
  tool_name: "date_resolver",
  arguments: %{"days_offset" => 3},
  result: "2024-11-18",
  caller: "ChatSession",
  call_duration_ms: 5.67,
  correlation_id: "abc-123"
)

  



    

  
    
      
    
    
      start_link(opts \\ [])



        
          
        

    

  


  

Starts the TracerSystem GenServer.
Options
	:event_store - Existing EventStore pid (will create new one if not provided)
	:enabled - Whether tracing is enabled (default: true)
	:on_store_callback - Callback function for when events are stored
	:name - Name to register the GenServer under

Examples
{:ok, tracer} = TracerSystem.start_link()
{:ok, tracer} = TracerSystem.start_link(enabled: false)
{:ok, tracer} = TracerSystem.start_link(name: :my_tracer)

  


        

      


  

    
Mojentic 
    



      
Mojentic is an LLM integration framework for Elixir.
Mojentic provides a clean abstraction over multiple LLM providers
(OpenAI, Ollama, Anthropic) with tool support, structured output
generation, and an event-driven agent system.
Features
	🔌 Multiple Providers: OpenAI, Ollama, Anthropic (Ollama implemented in Phase 1)
	🛠️ Tool Support: Allow LLMs to call functions
	📊 Structured Output: Type-safe response parsing with JSON schemas
	🔍 Observability: Built-in tracing system (coming in Phase 2)
	🎭 Agent System: Event-driven agent coordination (coming in Phase 2)
	🏗️ OTP Design: Supervised processes for reliability

Quick Start
Simple Text Generation
alias Mojentic.LLM.{Broker, Message}
alias Mojentic.LLM.Gateways.Ollama

broker = Broker.new("qwen3:32b", Ollama)
messages = [Message.user("What is Elixir?")]
{:ok, response} = Broker.generate(broker, messages)
Structured Output
schema = %{
  type: "object",
  properties: %{
    sentiment: %{type: "string"},
    confidence: %{type: "number"}
  }
}

{:ok, result} = Broker.generate_object(broker, messages, schema)
Tool Usage
defmodule MyTool do
  @behaviour Mojentic.LLM.Tools.Tool

  @impl true
  def run(args), do: {:ok, %{result: "tool result"}}

  @impl true
  def descriptor, do: %{...}
end

tools = [MyTool]
{:ok, response} = Broker.generate(broker, messages, tools)
Architecture
Layer 1: LLM Integration (Stable)
The foundational layer provides direct LLM interaction capabilities:
	Mojentic.LLM.Broker - Main interface for LLM interactions
	Mojentic.LLM.Gateway - Behaviour for LLM provider implementations
	Gateway implementations: Ollama, OpenAI (planned), Anthropic (planned)
	Message models and adapters
	Tool system via behaviours
	Mojentic.Error - Standardized error types and helpers

Error Handling
Mojentic follows Elixir conventions by returning {:ok, result} or {:error, reason} tuples.
The Mojentic.Error module provides standardized error types:
# Simple atom errors
{:error, :invalid_response}
{:error, :model_not_supported}
{:error, :timeout}

# Tagged tuple errors with context
{:error, {:gateway_error, "Connection failed"}}
{:error, {:http_error, 404}}
{:error, {:tool_error, "Invalid parameters"}}
Use helper functions for consistent error creation:
alias Mojentic.Error
Error.gateway_error("Connection failed")
Error.http_error(404)
Layer 2: Agent System (Coming Soon)
Event-driven agent coordination system:
	Mojentic.Dispatcher - Event routing and processing (GenServer)
	Mojentic.Router - Event-to-agent routing configuration
	Mojentic.Agent - Behaviour for all agents
	Specialized agent implementations
	Async event processing via OTP

Configuration
Environment Variables
	OLLAMA_HOST - Ollama server URL (default: http://localhost:11434)

Examples
See the examples/ directory for complete examples:
	simple_llm.exs - Basic text generation
	structured_output.exs - JSON schema-based responses
	tool_usage.exs - LLM calling custom functions

Installation
Add mojentic to your list of dependencies in mix.exs:
def deps do
  [
    {:mojentic, "~> 0.1.0"}
  ]
end
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        version()

      


        Returns the version of Mojentic.
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Returns the version of Mojentic.

  


        

      


  

    
Mojentic.Error 
    



      
Standardized error types and helpers for the Mojentic framework.
Follows Elixir conventions of returning {:ok, result} or {:error, reason} tuples.
Exceptions are reserved for truly exceptional situations.
Error Reasons
Atoms (simple errors)
	:invalid_response - Response from LLM gateway could not be parsed
	:model_not_supported - Requested model is not available
	:timeout - Operation timed out

Tagged Tuples (errors with context)
	{:gateway_error, message} - LLM gateway error
	{:api_error, message} - API-specific error
	{:http_error, status} - HTTP request failed with status code
	{:request_failed, reason} - Network request failed
	{:tool_error, message} - Tool execution error
	{:config_error, message} - Invalid configuration
	{:serialization_error, message} - JSON serialization/deserialization error
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        result(success_type)

      


    


    
      
        simple_error()

      


    


    
      
        tagged_error()
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        api_error(message)

      


        Creates an API error tuple.



    


    
      
        config_error(message)

      


        Creates a config error tuple.



    


    
      
        format_error(message)

      


        Formats an error reason into a human-readable string.



    


    
      
        gateway_error(message)

      


        Creates a gateway error tuple.



    


    
      
        http_error(status)

      


        Creates an HTTP error tuple.



    


    
      
        invalid_response()

      


        Creates an invalid response error tuple.



    


    
      
        model_not_supported()

      


        Creates a model not supported error tuple.



    


    
      
        request_failed(reason)

      


        Creates a request failed error tuple.



    


    
      
        serialization_error(message)

      


        Creates a serialization error tuple.



    


    
      
        timeout()

      


        Creates a timeout error tuple.



    


    
      
        tool_error(message)

      


        Creates a tool error tuple.
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      error_reason()



        
          
        

    

  


  

      

          @type error_reason() :: simple_error() | tagged_error() | String.t()


      



  



  
    
      
    
    
      result(success_type)



        
          
        

    

  


  

      

          @type result(success_type) :: {:ok, success_type} | {:error, error_reason()}


      



  



  
    
      
    
    
      simple_error()



        
          
        

    

  


  

      

          @type simple_error() :: :invalid_response | :model_not_supported | :timeout


      



  



  
    
      
    
    
      tagged_error()



        
          
        

    

  


  

      

          @type tagged_error() ::
  {:gateway_error, String.t()}
  | {:api_error, String.t()}
  | {:http_error, integer()}
  | {:request_failed, term()}
  | {:tool_error, String.t()}
  | {:config_error, String.t()}
  | {:serialization_error, String.t()}
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      api_error(message)



        
          
        

    

  


  

      

          @spec api_error(String.t()) :: {:error, {:api_error, String.t()}}


      


Creates an API error tuple.
Examples
iex> Mojentic.Error.api_error("Rate limit exceeded")
{:error, {:api_error, "Rate limit exceeded"}}

  



  
    
      
    
    
      config_error(message)



        
          
        

    

  


  

      

          @spec config_error(String.t()) :: {:error, {:config_error, String.t()}}


      


Creates a config error tuple.
Examples
iex> Mojentic.Error.config_error("Missing API key")
{:error, {:config_error, "Missing API key"}}

  



  
    
      
    
    
      format_error(message)



        
          
        

    

  


  

      

          @spec format_error(error_reason()) :: String.t()


      


Formats an error reason into a human-readable string.
Examples
iex> Mojentic.Error.format_error({:gateway_error, "Connection failed"})
"Gateway error: Connection failed"

iex> Mojentic.Error.format_error(:invalid_response)
"Invalid response"

iex> Mojentic.Error.format_error("Custom error")
"Custom error"

  



  
    
      
    
    
      gateway_error(message)



        
          
        

    

  


  

      

          @spec gateway_error(String.t()) :: {:error, {:gateway_error, String.t()}}


      


Creates a gateway error tuple.
Examples
iex> Mojentic.Error.gateway_error("Connection failed")
{:error, {:gateway_error, "Connection failed"}}

  



  
    
      
    
    
      http_error(status)



        
          
        

    

  


  

      

          @spec http_error(integer()) :: {:error, {:http_error, integer()}}


      


Creates an HTTP error tuple.
Examples
iex> Mojentic.Error.http_error(404)
{:error, {:http_error, 404}}

  



  
    
      
    
    
      invalid_response()



        
          
        

    

  


  

      

          @spec invalid_response() :: {:error, :invalid_response}


      


Creates an invalid response error tuple.
Examples
iex> Mojentic.Error.invalid_response()
{:error, :invalid_response}

  



  
    
      
    
    
      model_not_supported()



        
          
        

    

  


  

      

          @spec model_not_supported() :: {:error, :model_not_supported}


      


Creates a model not supported error tuple.
Examples
iex> Mojentic.Error.model_not_supported()
{:error, :model_not_supported}

  



  
    
      
    
    
      request_failed(reason)



        
          
        

    

  


  

      

          @spec request_failed(term()) :: {:error, {:request_failed, term()}}


      


Creates a request failed error tuple.
Examples
iex> Mojentic.Error.request_failed(:timeout)
{:error, {:request_failed, :timeout}}

  



  
    
      
    
    
      serialization_error(message)



        
          
        

    

  


  

      

          @spec serialization_error(String.t()) :: {:error, {:serialization_error, String.t()}}


      


Creates a serialization error tuple.
Examples
iex> Mojentic.Error.serialization_error("Invalid JSON")
{:error, {:serialization_error, "Invalid JSON"}}
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          @spec timeout() :: {:error, :timeout}


      


Creates a timeout error tuple.
Examples
iex> Mojentic.Error.timeout()
{:error, :timeout}

  



  
    
      
    
    
      tool_error(message)



        
          
        

    

  


  

      

          @spec tool_error(String.t()) :: {:error, {:tool_error, String.t()}}


      


Creates a tool error tuple.
Examples
iex> Mojentic.Error.tool_error("Invalid parameters")
{:error, {:tool_error, "Invalid parameters"}}
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Main interface for LLM interactions.
The broker manages communication with LLM providers through gateways,
handles tool calling with automatic recursion, and provides a clean
API for text and structured output generation.
Examples
# Create a broker with Ollama
alias Mojentic.LLM.{Broker, Message}
alias Mojentic.LLM.Gateways.Ollama

broker = Broker.new("qwen3:32b", Ollama)

# Generate a simple response
messages = [Message.user("What is 2+2?")]
{:ok, response} = Broker.generate(broker, messages)

# Generate structured output
schema = %{
  type: "object",
  properties: %{answer: %{type: "number"}},
  required: ["answer"]
}
{:ok, result} = Broker.generate_object(broker, messages, schema)
Tool Support
The broker automatically handles tool calls from the LLM. When the LLM
requests a tool call, the broker will:
	Execute the tool with the provided arguments
	Add the tool result to the conversation
	Recursively call the LLM to generate the final response

Example with tools:
tools = [MyTool]
{:ok, response} = Broker.generate(broker, messages, tools)
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        generate(broker, messages, tools \\ nil, config \\ nil)

      


        Generates text response from the LLM.



    


    
      
        generate_object(broker, messages, schema, config \\ nil)

      


        Generates structured object response from the LLM.



    


    
      
        generate_stream(broker, messages, tools \\ nil, config \\ nil)

      


        Generates streaming text response from the LLM.



    


    
      
        new(model, gateway, opts \\ [])

      


        Creates a new LLM broker.
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          @type t() :: %Mojentic.LLM.Broker{
  correlation_id: String.t() | nil,
  gateway: Mojentic.LLM.Gateway.gateway(),
  model: String.t(),
  tool_runner: module(),
  tracer: pid() | :null_tracer
}
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Generates text response from the LLM.
Handles tool calls automatically through recursion. When the LLM
requests a tool call, the broker executes the tool and continues
the conversation with the result.
Parameters
	broker: Broker instance
	messages: List of conversation messages
	tools: Optional list of tool modules (default: nil)
	config: Optional completion configuration (default: default config)

Returns
	{:ok, response_text} on success
	{:error, reason} on failure

Examples
broker = Broker.new("qwen3:32b", Ollama)
messages = [Message.user("What is the capital of France?")]

{:ok, response} = Broker.generate(broker, messages)
# => {:ok, "The capital of France is Paris."}

# With tools
tools = [WeatherTool]
messages = [Message.user("What's the weather in SF?")]
{:ok, response} = Broker.generate(broker, messages, tools)

  



    

  
    
      
    
    
      generate_object(broker, messages, schema, config \\ nil)



        
          
        

    

  


  

Generates structured object response from the LLM.
Uses JSON schema to enforce the structure of the response. The LLM
will return a JSON object conforming to the provided schema.
Parameters
	broker: Broker instance
	messages: List of conversation messages
	schema: JSON schema for the expected response structure
	config: Optional completion configuration (default: default config)

Returns
	{:ok, parsed_object} map conforming to schema on success
	{:error, reason} on failure

Examples
broker = Broker.new("qwen3:32b", Ollama)

schema = %{
  type: "object",
  properties: %{
    sentiment: %{type: "string"},
    confidence: %{type: "number"}
  },
  required: ["sentiment", "confidence"]
}

messages = [Message.user("I love this!")]
{:ok, result} = Broker.generate_object(broker, messages, schema)
# => {:ok, %{"sentiment" => "positive", "confidence" => 0.95}}

  



    

    

  
    
      
    
    
      generate_stream(broker, messages, tools \\ nil, config \\ nil)



        
          
        

    

  


  

Generates streaming text response from the LLM.
Yields content chunks as they arrive, and handles tool calls automatically
through recursion. When tool calls are detected, the broker executes them
and recursively streams the LLM's follow-up response.
Parameters
	broker: Broker instance
	messages: List of conversation messages
	tools: Optional list of tool modules (default: nil)
	config: Optional completion configuration (default: default config)

Returns
A stream that yields content strings as they arrive.
Examples
broker = Broker.new("qwen3:32b", Ollama)
messages = [Message.user("Tell me a story")]

broker
|> Broker.generate_stream(messages)
|> Stream.each(&IO.write/1)
|> Stream.run()

# With tools
tools = [DateTool]
messages = [Message.user("What's the date tomorrow?")]

broker
|> Broker.generate_stream(messages, tools)
|> Stream.each(&IO.write/1)
|> Stream.run()
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Creates a new LLM broker.
Parameters
	model: Model identifier (e.g., "qwen3:32b", "gpt-4")
	gateway: Gateway module (e.g., Mojentic.LLM.Gateways.Ollama)
	opts: Optional keyword list:	:correlation_id - Correlation ID for request tracking (default: auto-generated)
	:tracer - Tracer system for observability (default: null_tracer)



Examples
iex> Broker.new("qwen3:32b", Mojentic.LLM.Gateways.Ollama)
%Broker{model: "qwen3:32b", gateway: Mojentic.LLM.Gateways.Ollama, ...}

iex> Broker.new("qwen3:32b", Mojentic.LLM.Gateways.Ollama, correlation_id: "custom-id-123")
%Broker{model: "qwen3:32b", gateway: Mojentic.LLM.Gateways.Ollama, correlation_id: "custom-id-123"}

iex> {:ok, tracer} = TracerSystem.start_link()
iex> Broker.new("qwen3:32b", Mojentic.LLM.Gateways.Ollama, tracer: tracer)
%Broker{model: "qwen3:32b", gateway: Mojentic.LLM.Gateways.Ollama, tracer: tracer}

  


        

      


  

    
Mojentic.LLM.CompletionConfig 
    



      
Configuration for LLM completion requests.
Provides settings for temperature, context window size, and token limits.
Examples
iex> CompletionConfig.new()
%CompletionConfig{temperature: 1.0, num_ctx: 32768, max_tokens: 16384, top_p: nil, top_k: nil, response_format: nil, reasoning_effort: nil, max_tool_iterations: 10}

iex> CompletionConfig.new(temperature: 0.7, max_tokens: 1000)
%CompletionConfig{temperature: 0.7, num_ctx: 32768, max_tokens: 1000, top_p: nil, top_k: nil, response_format: nil, reasoning_effort: nil, max_tool_iterations: 10}

iex> CompletionConfig.new(top_p: 0.9, top_k: 40)
%CompletionConfig{temperature: 1.0, num_ctx: 32768, max_tokens: 16384, top_p: 0.9, top_k: 40, response_format: nil, reasoning_effort: nil, max_tool_iterations: 10}
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        Creates a new configuration with optional overrides.
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          @type reasoning_effort() :: :low | :medium | :high


      



  



  
    
      
    
    
      response_format()



        
          
        

    

  


  

      

          @type response_format() :: %{type: :json_object | :text, schema: map() | nil}
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          @type t() :: %Mojentic.LLM.CompletionConfig{
  max_tokens: pos_integer(),
  max_tool_iterations: pos_integer(),
  num_ctx: pos_integer(),
  num_predict: integer() | nil,
  reasoning_effort: reasoning_effort() | nil,
  response_format: response_format() | nil,
  temperature: float(),
  top_k: integer() | nil,
  top_p: float() | nil
}
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Creates a new configuration with optional overrides.
Parameters
	opts: Keyword list of options to override defaults

Examples
iex> CompletionConfig.new(temperature: 0.5)
%CompletionConfig{temperature: 0.5, num_ctx: 32768, max_tokens: 16384, top_p: nil, top_k: nil, response_format: nil, reasoning_effort: nil, max_tool_iterations: 10}

iex> CompletionConfig.new(top_p: 0.95)
%CompletionConfig{temperature: 1.0, num_ctx: 32768, max_tokens: 16384, top_p: 0.95, top_k: nil, response_format: nil, reasoning_effort: nil, max_tool_iterations: 10}

iex> CompletionConfig.new(response_format: %{type: :json_object, schema: nil})
%CompletionConfig{temperature: 1.0, num_ctx: 32768, max_tokens: 16384, top_p: nil, top_k: nil, response_format: %{type: :json_object, schema: nil}, reasoning_effort: nil, max_tool_iterations: 10}
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Behaviour for LLM gateway implementations.
A gateway handles communication with a specific LLM provider,
converting between the universal message format and the
provider-specific API.
Examples
Implementing a custom gateway:
defmodule MyGateway do
  @behaviour Mojentic.LLM.Gateway

  @impl true
  def complete(model, messages, tools, config) do
    # Implementation here
    {:ok, %GatewayResponse{content: "response"}}
  end

  @impl true
  def complete_object(model, messages, schema, config) do
    # Implementation here
    {:ok, %GatewayResponse{object: %{}}}
  end

  @impl true
  def get_available_models do
    {:ok, ["model1", "model2"]}
  end

  @impl true
  def calculate_embeddings(text, model) do
    {:ok, [0.1, 0.2, 0.3]}
  end
end
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        calculate_embeddings(text, model)

      


        Calculates embeddings for the given text.



    


    
      
        complete(model, messages, tools, config)

      


        Completes an LLM request with text response.



    


    
      
        complete_object(model, messages, schema, config)

      


        Completes an LLM request with structured object response.



    


    
      
        complete_stream(model, messages, tools, config)

      


        Streams LLM responses chunk by chunk.



    


    
      
        get_available_models()

      


        Gets list of available models from the provider.
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          @type error() :: {:error, atom() | String.t() | {atom(), term()}}
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          @type gateway() :: module()


      



  


        

      

      
        Callbacks


        


  
    
      
    
    
      calculate_embeddings(text, model)



        
          
        

    

  


  

      

          @callback calculate_embeddings(
  text :: String.t(),
  model :: String.t() | nil
) :: {:ok, [float()]} | error()


      


Calculates embeddings for the given text.
Parameters
	text: Text to generate embeddings for
	model: Optional model identifier for embeddings

Returns
	{:ok, embeddings} vector of floats
	{:error, reason} on failure


  



  
    
      
    
    
      complete(model, messages, tools, config)



        
          
        

    

  


  

      

          @callback complete(
  model :: String.t(),
  messages :: [Mojentic.LLM.Message.t()],
  tools :: [module()] | nil,
  config :: Mojentic.LLM.CompletionConfig.t()
) :: {:ok, Mojentic.LLM.GatewayResponse.t()} | error()


      


Completes an LLM request with text response.
Parameters
	model: Model identifier (e.g., "gpt-4", "qwen3:32b")
	messages: List of conversation messages
	tools: Optional list of available tool modules
	config: Completion configuration

Returns
	{:ok, response} on success
	{:error, reason} on failure


  



  
    
      
    
    
      complete_object(model, messages, schema, config)



        
          
        

    

  


  

      

          @callback complete_object(
  model :: String.t(),
  messages :: [Mojentic.LLM.Message.t()],
  schema :: map(),
  config :: Mojentic.LLM.CompletionConfig.t()
) :: {:ok, Mojentic.LLM.GatewayResponse.t()} | error()


      


Completes an LLM request with structured object response.
The response will be parsed into a map based on the provided schema.
Parameters
	model: Model identifier
	messages: List of conversation messages
	schema: JSON schema defining the expected structure
	config: Completion configuration

Returns
	{:ok, response} with parsed object on success
	{:error, reason} on failure


  



  
    
      
    
    
      complete_stream(model, messages, tools, config)



        
          
        

    

  


  

      

          @callback complete_stream(
  model :: String.t(),
  messages :: [Mojentic.LLM.Message.t()],
  tools :: [module()] | nil,
  config :: Mojentic.LLM.CompletionConfig.t()
) :: Enumerable.t()


      


Streams LLM responses chunk by chunk.
Returns a stream that yields response chunks as they arrive. Tool calls
will be accumulated and yielded when complete.
Parameters
	model: Model identifier
	messages: List of conversation messages
	tools: Optional list of available tool modules
	config: Completion configuration

Returns
A stream of {:content, chunk} or {:tool_calls, calls} tuples

  



  
    
      
    
    
      get_available_models()



        
          
        

    

  


  

      

          @callback get_available_models() :: {:ok, [String.t()]} | error()


      


Gets list of available models from the provider.
Returns
	{:ok, models} list of model names
	{:error, reason} on failure


  


        

      


  

    
Mojentic.LLM.GatewayResponse 
    



      
Represents a response from an LLM gateway.
A response can contain text content, a structured object,
and/or tool calls that the LLM wants to execute.
Examples
iex> %GatewayResponse{content: "Hello!"}
%GatewayResponse{content: "Hello!", object: nil, tool_calls: [], thinking: nil}

iex> %GatewayResponse{object: %{"answer" => 42}}
%GatewayResponse{content: nil, object: %{"answer" => 42}, tool_calls: [], thinking: nil}
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        t()
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      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.GatewayResponse{
  content: String.t() | nil,
  object: term() | nil,
  thinking: String.t() | nil,
  tool_calls: [Mojentic.LLM.ToolCall.t()]
}


      



  


        

      


  

    
Mojentic.LLM.Message 
    



      
Represents a message in an LLM conversation.
Messages can have different roles (system, user, assistant, tool) and
can contain text content, tool calls, and image references.
Examples
iex> Message.user("Hello, world!")
%Message{role: :user, content: "Hello, world!"}

iex> Message.system("You are a helpful assistant.")
%Message{role: :system, content: "You are a helpful assistant."}
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        role()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        assistant(content)

      


        Creates an assistant message.



    


    
      
        system(content)

      


        Creates a system message.



    


    
      
        user(content)

      


        Creates a user message.



    


    
      
        with_images(message, paths)

      


        Adds image paths to a message.
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          @type role() :: :system | :user | :assistant | :tool
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          @type t() :: %Mojentic.LLM.Message{
  content: String.t() | nil,
  image_paths: [String.t()] | nil,
  role: role(),
  tool_calls: [Mojentic.LLM.ToolCall.t()] | nil
}


      



  


        

      

      
        Functions


        


  
    
      
    
    
      assistant(content)



        
          
        

    

  


  

Creates an assistant message.
Examples
iex> Message.assistant("I understand.")
%Message{role: :assistant, content: "I understand."}

  



  
    
      
    
    
      system(content)



        
          
        

    

  


  

Creates a system message.
Examples
iex> Message.system("You are helpful.")
%Message{role: :system, content: "You are helpful."}

  



  
    
      
    
    
      user(content)



        
          
        

    

  


  

Creates a user message.
Examples
iex> Message.user("Hello!")
%Message{role: :user, content: "Hello!"}

  



  
    
      
    
    
      with_images(message, paths)



        
          
        

    

  


  

Adds image paths to a message.
Examples
iex> Message.user("Describe this image") |> Message.with_images(["/path/to/image.jpg"])
%Message{role: :user, content: "Describe this image", image_paths: ["/path/to/image.jpg"]}

  


        

      


  

    
Mojentic.LLM.ToolCall 
    



      
Represents a tool call from an LLM.
Tool calls contain the tool name, arguments, and optionally an ID
for tracking purposes.
Examples
iex> %ToolCall{name: "get_weather", arguments: %{"location" => "SF"}}
%ToolCall{id: nil, name: "get_weather", arguments: %{"location" => "SF"}}
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      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.LLM.ToolCall{
  arguments: map(),
  id: String.t() | nil,
  name: String.t()
}


      



  


        

      


  

    
Mojentic.LLM.Gateways.Ollama 
    



      
Gateway for Ollama local LLM service.
This gateway provides access to local LLM models through Ollama,
supporting text generation, structured output, tool calling,
and embeddings.
Configuration
Set environment variables to configure the gateway:
export OLLAMA_HOST=http://localhost:11434
export OLLAMA_TIMEOUT=300000  # 5 minutes in milliseconds (default)
The timeout is especially important for larger models which may take
longer to generate responses.
Examples
alias Mojentic.LLM.{Broker, Message}
alias Mojentic.LLM.Gateways.Ollama

broker = Broker.new("qwen3:32b", Ollama)
messages = [Message.user("Hello!")]
{:ok, response} = Broker.generate(broker, messages)
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        pull_model(model, progress_callback \\ nil)

      


        Pulls a model from the Ollama library with progress tracking.
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      pull_model(model, progress_callback \\ nil)



        
          
        

    

  


  

Pulls a model from the Ollama library with progress tracking.
This function streams the model download progress, calling the optional
progress callback function with status updates.
Parameters
	model - The name of the model to pull (e.g., "qwen3:32b")
	progress_callback - Optional function that receives progress updates.
The callback is called with a map containing:	:status - Status message (e.g., "downloading", "verifying", "success")
	:completed - Bytes downloaded (if available)
	:total - Total bytes to download (if available)
	:digest - Layer digest being processed (if available)



Returns
	{:ok, model_name} - Model successfully pulled
	{:error, reason} - Pull failed

Examples
# Pull without progress tracking
iex> Ollama.pull_model("qwen3:32b")
{:ok, "qwen3:32b"}

# Pull with progress tracking
iex> callback = fn status -> IO.puts("Status: #{status.status}") end
iex> Ollama.pull_model("qwen3:32b", callback)
{:ok, "qwen3:32b"}

  


        

      


  

    
Mojentic.LLM.Gateways.TokenizerGateway 
    



      
Gateway for tokenizing and detokenizing text using Hugging Face tokenizers.
This gateway provides encoding and decoding functionality for text,
which is useful for:
	Counting tokens to manage context windows
	Understanding token usage for cost estimation
	Debugging token-related issues

The gateway uses the tokenizers library, which provides Rust-based
tokenizers via Rustler NIF bindings for high performance.
Examples
iex> {:ok, tokenizer} = Mojentic.LLM.Gateways.TokenizerGateway.new()
iex> tokens = Mojentic.LLM.Gateways.TokenizerGateway.encode(tokenizer, "Hello, world!")
iex> text = Mojentic.LLM.Gateways.TokenizerGateway.decode(tokenizer, tokens)
iex> text
"Hello, world!"
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        count_tokens(gateway, text)

      


        Counts the number of tokens in a text string.



    


    
      
        decode(tokenizer_gateway, tokens)

      


        Decodes tokens back into text.



    


    
      
        encode(tokenizer_gateway, text)

      


        Encodes text into tokens.



    


    
      
        new(model \\ "gpt2")

      


        Creates a new TokenizerGateway with the specified model.



    


    
      
        new!(model \\ "gpt2")

      


        Creates a new TokenizerGateway with the specified model, raising on error.
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          @type t() :: %Mojentic.LLM.Gateways.TokenizerGateway{
  tokenizer: Tokenizers.Tokenizer.t()
}
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          @spec count_tokens(t(), String.t()) :: non_neg_integer()


      


Counts the number of tokens in a text string.
This is a convenience function that encodes the text and returns
the token count.
Parameters
	gateway - The TokenizerGateway instance
	text - The text to count tokens for

Returns
	count - The number of tokens

Examples
iex> {:ok, tokenizer} = Mojentic.LLM.Gateways.TokenizerGateway.new()
iex> count = Mojentic.LLM.Gateways.TokenizerGateway.count_tokens(tokenizer, "Hello, world!")
iex> count > 0
true

  



  
    
      
    
    
      decode(tokenizer_gateway, tokens)



        
          
        

    

  


  

      

          @spec decode(t(), [integer()]) :: String.t()


      


Decodes tokens back into text.
Parameters
	gateway - The TokenizerGateway instance
	tokens - List of token IDs to decode

Returns
	text - The decoded text

Examples
iex> {:ok, tokenizer} = Mojentic.LLM.Gateways.TokenizerGateway.new()
iex> tokens = Mojentic.LLM.Gateways.TokenizerGateway.encode(tokenizer, "Hello!")
iex> text = Mojentic.LLM.Gateways.TokenizerGateway.decode(tokenizer, tokens)
iex> text
"Hello!"

  



  
    
      
    
    
      encode(tokenizer_gateway, text)



        
          
        

    

  


  

      

          @spec encode(t(), String.t()) :: [integer()]


      


Encodes text into tokens.
Parameters
	gateway - The TokenizerGateway instance
	text - The text to encode

Returns
	tokens - List of token IDs

Examples
iex> {:ok, tokenizer} = Mojentic.LLM.Gateways.TokenizerGateway.new()
iex> tokens = Mojentic.LLM.Gateways.TokenizerGateway.encode(tokenizer, "Hello, world!")
iex> is_list(tokens) and length(tokens) > 0
true

  



    

  
    
      
    
    
      new(model \\ "gpt2")



        
          
        

    

  


  

      

          @spec new(String.t()) :: {:ok, t()} | {:error, term()}


      


Creates a new TokenizerGateway with the specified model.
Parameters
	model - The model name to load. Defaults to "gpt2" which uses a BPE tokenizer
similar to GPT models. Other options include model identifiers from Hugging Face.

Returns
	{:ok, gateway} - Successfully created gateway
	{:error, reason} - Failed to load tokenizer

Examples
iex> {:ok, tokenizer} = Mojentic.LLM.Gateways.TokenizerGateway.new()
iex> is_struct(tokenizer, Mojentic.LLM.Gateways.TokenizerGateway)
true

iex> {:ok, tokenizer} = Mojentic.LLM.Gateways.TokenizerGateway.new("bert-base-uncased")
iex> is_struct(tokenizer, Mojentic.LLM.Gateways.TokenizerGateway)
true

  



    

  
    
      
    
    
      new!(model \\ "gpt2")



        
          
        

    

  


  

      

          @spec new!(String.t()) :: t()


      


Creates a new TokenizerGateway with the specified model, raising on error.
Parameters
	model - The model name to load. Defaults to "gpt2".

Returns
	gateway - Successfully created gateway

Raises
	RuntimeError - If the tokenizer fails to load

Examples
iex> tokenizer = Mojentic.LLM.Gateways.TokenizerGateway.new!()
iex> is_struct(tokenizer, Mojentic.LLM.Gateways.TokenizerGateway)
true

  


        

      


  

    
Mojentic.LLM.Tools.DateResolver 
    



      
Tool for resolving relative dates to absolute dates.
This tool can parse relative date references like "tomorrow",
"next Friday", "in 3 days", etc., and convert them to absolute
ISO 8601 dates.
Examples
alias Mojentic.LLM.Tools.DateResolver

tool = DateResolver.new()
{:ok, result} = DateResolver.run(tool, %{
  "relative_date_found" => "tomorrow"
})
# => {:ok, %{relative_date: "tomorrow", resolved_date: "2025-11-11", ...}}
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        new()

      


        Creates a new DateResolver tool instance.
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Creates a new DateResolver tool instance.

  


        

      


  

    
Mojentic.LLM.Tools.Tool behaviour
    



      
Behaviour for LLM tool implementations.
Tools allow LLMs to perform actions or retrieve information
by calling functions that you define.
Examples
Implementing a custom tool:
defmodule WeatherTool do
  @behaviour Mojentic.LLM.Tools.Tool

  @impl true
  def run(arguments) do
    location = Map.get(arguments, "location", "unknown")
    {:ok, %{location: location, temperature: 22, condition: "sunny"}}
  end

  @impl true
  def descriptor do
    %{
      type: "function",
      function: %{
        name: "get_weather",
        description: "Get current weather for a location",
        parameters: %{
          type: "object",
          properties: %{
            location: %{
              type: "string",
              description: "The city or location"
            }
          },
          required: ["location"]
        }
      }
    }
  end
end
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    Callbacks
  


    
      
        descriptor()

      


        Returns the tool descriptor for the LLM.



    


    
      
        run(tool, arguments)

      


        Executes the tool with the given arguments.
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        description(tool)

      


        Returns the tool's description from its descriptor.



    


    
      
        descriptor(tool)

      


        Returns the descriptor for a tool.



    


    
      
        matches?(tool, tool_name)

      


        Checks if a tool matches the given name.



    


    
      
        name(tool)

      


        Returns the tool's name from its descriptor.



    


    
      
        run(tool, arguments)

      


        Runs a tool with the given arguments.
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          @type descriptor() :: %{
  type: String.t(),
  function: %{name: String.t(), description: String.t(), parameters: map()}
}
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          @callback descriptor() :: descriptor()


      


Returns the tool descriptor for the LLM.
The descriptor includes the tool's name, description, and
parameter schema in JSON Schema format.

  



  
    
      
    
    
      run(tool, arguments)



        
          
        

    

  


  

      

          @callback run(tool :: struct(), arguments :: map()) :: {:ok, term()} | {:error, term()}


      


Executes the tool with the given arguments.
Parameters
	tool: The tool struct instance
	arguments: Map of argument name to value

Returns
	{:ok, result} on success
	{:error, reason} on failure
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Returns the tool's description from its descriptor.
Examples
iex> Tool.description(WeatherTool)
"Get current weather for a location"
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Returns the descriptor for a tool.
Handles both module-based tools (with descriptor/0) and
struct-based tools (with descriptor/1).
Examples
iex> Tool.descriptor(WeatherTool)
%{type: "function", function: %{name: "get_weather", ...}}

iex> tool = ToolWrapper.new(...)
iex> Tool.descriptor(tool)
%{type: "function", function: %{name: "custom_name", ...}}

  



  
    
      
    
    
      matches?(tool, tool_name)



        
          
        

    

  


  

Checks if a tool matches the given name.
Examples
iex> Tool.matches?(WeatherTool, "get_weather")
true

iex> Tool.matches?(WeatherTool, "other_tool")
false

  



  
    
      
    
    
      name(tool)



        
          
        

    

  


  

Returns the tool's name from its descriptor.
Supports both module-based tools and struct-based tools with instance descriptors.
Examples
iex> Tool.name(WeatherTool)
"get_weather"

iex> tool_instance = ToolWrapper.new(agent: agent, name: "custom", description: "desc")
iex> Tool.name(tool_instance)
"custom"
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Runs a tool with the given arguments.
Supports both module-based tools and struct-based tools.
Examples
iex> Tool.run(WeatherTool, %{"location" => "SF"})
{:ok, %{location: "SF", temperature: 22, condition: "sunny"}}

iex> tool = ToolWrapper.new(...)
iex> Tool.run(tool, %{"input" => "test"})
{:ok, "response"}

  


        

      


  

    
Mojentic.LLM.Tools.WebSearchTool 
    



      
Tool for searching the web using DuckDuckGo.
This tool searches DuckDuckGo's lite endpoint and returns organic search results.
It does not require an API key, making it a free alternative to paid search APIs.
Examples
alias Mojentic.LLM.Tools.WebSearchTool

tool = WebSearchTool.new()
{:ok, results} = WebSearchTool.run(tool, %{"query" => "Elixir programming"})
# => {:ok, [%{title: "...", url: "...", snippet: "..."}]}
Configuration
You can optionally configure the HTTP client for testing:
tool = WebSearchTool.new(http_client: MyHTTPClient)
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        new(opts \\ [])

      


        Creates a new WebSearchTool instance.
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      new(opts \\ [])



        
          
        

    

  


  

Creates a new WebSearchTool instance.
Options
	:http_client - Optional HTTP client module for testing (defaults to configured client)


  


        

      


  

    
Mojentic.LLM.Tools.ParallelToolRunner 
    



      
Execute tool calls concurrently using Task.async_stream/3.
max_concurrency defaults to 4 — high enough to win meaningfully on
typical realtime turns (2–3 concurrent function calls), low enough
that unbounded fan-out into rate-limited APIs doesn't punish users.
Output order matches input order even though execution is concurrent.
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        new(opts \\ [])

      


    


    
      
        run_with(runner, calls, tools, ctx \\ nil)

      


        Variant that accepts an explicit runner struct so callers can override
concurrency / timeout per batch.
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          @type t() :: %Mojentic.LLM.Tools.ParallelToolRunner{
  max_concurrency: pos_integer(),
  timeout: timeout()
}
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      run_with(runner, calls, tools, ctx \\ nil)



        
          
        

    

  


  

Variant that accepts an explicit runner struct so callers can override
concurrency / timeout per batch.

  


        

      


  

    
Mojentic.LLM.Tools.RunContext 
    



      
Context handed to a tool runner (and, optionally, to tools that opt in)
for a single batch.
Tools may declare a second arg ctx :: RunContext.t() on their
run/2 callback to observe cancellation. The runner inspects the
callback's exported arity and passes the context only when the
callback was implemented as run/2-with-ctx vs the legacy
run/1-shape.
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        t()
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        cancel(arg1)

      


        Signal cancellation. Subsequent cancelled?/1 checks return true.



    


    
      
        cancelled?(run_context)

      


        Returns true if the cancel ref has been signalled.



    


    
      
        new(opts \\ [])

      


        Construct a new run context.
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          @type t() :: %Mojentic.LLM.Tools.RunContext{
  cancel_ref: reference() | nil,
  cancelled?: boolean(),
  correlation_id: String.t() | nil,
  on_call_complete: (Mojentic.LLM.Tools.ToolCallOutcome.t() -> :ok) | nil,
  on_call_start: (Mojentic.LLM.Tools.ToolCallExecution.t() -> :ok) | nil,
  source: String.t() | nil
}
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      cancel(arg1)



        
          
        

    

  


  

Signal cancellation. Subsequent cancelled?/1 checks return true.

  



  
    
      
    
    
      cancelled?(run_context)



        
          
        

    

  


  

Returns true if the cancel ref has been signalled.
When cancel_ref is an :atomics reference we treat any non-zero
value as cancelled. When nil, always returns false.
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Construct a new run context.

  


        

      


  

    
Mojentic.LLM.Tools.Runner behaviour
    



      
Behaviour for executing batches of tool calls.
Provides pluggable execution strategies (serial, parallel) so the
broker stays independent of concurrency policy. Mirrors the
TypeScript and Python ToolRunner abstraction.
Built-in implementations
	Mojentic.LLM.Tools.SerialToolRunner — sequential, in input order.
Default for Mojentic.LLM.Broker to preserve backward-compatibility.
	Mojentic.LLM.Tools.ParallelToolRunner — Task.async_stream/3 with
max_concurrency (default 4). Default for the realtime broker.

Run context
Tools may opt in to cancellation by accepting an optional ctx arg.
The context carries an :cancel_ref reference and a :correlation_id.
Long-running tools should consult Mojentic.LLM.Tools.RunContext.cancelled?/1
between work units to abort early when the batch is cancelled.
Tools that don't accept a context continue to work unchanged.
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          @callback run_batch(
  calls :: [Mojentic.LLM.Tools.ToolCallExecution.t()],
  tools :: [module() | struct()],
  context :: Mojentic.LLM.Tools.RunContext.t() | nil
) :: [Mojentic.LLM.Tools.ToolCallOutcome.t()]


      



  


        

      


  

    
Mojentic.LLM.Tools.SerialToolRunner 
    



      
Execute tool calls one at a time in input order.
Default for Mojentic.LLM.Broker to preserve backward-compatible
behaviour for the existing recursive-tool-execution loop.

      




  

    
Mojentic.Realtime.Broker 
    



      
Realtime voice broker — sibling to Mojentic.LLM.Broker.
The broker holds no session state. Each connect/1 opens a fresh
transport via the configured gateway, hands the transport to a new
Mojentic.Realtime.Session GenServer, and returns the session pid.
Subscribers receive vendor-neutral {:realtime_event, %Event{}}
messages by calling Session.subscribe/2 after connect/1.
Mirrors RealtimeVoiceBroker in mojentic-py / mojentic-ts.
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        connect(broker, overrides \\ [])

      


        Open a new realtime session. Returns {:ok, session_pid} or
{:error, reason}. The initial session.update is sent before
returning so callers can immediately drive the session.



    


    
      
        new(model, opts \\ [])

      


        Build a new broker. opts
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          @type t() :: %Mojentic.Realtime.Broker{
  config: Mojentic.Realtime.Config.t(),
  gateway: Mojentic.Realtime.OpenAIGateway.t() | module(),
  model: String.t(),
  tool_runner: module(),
  tracer: pid() | atom() | nil,
  transport_module: module()
}
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      connect(broker, overrides \\ [])



        
          
        

    

  


  

Open a new realtime session. Returns {:ok, session_pid} or
{:error, reason}. The initial session.update is sent before
returning so callers can immediately drive the session.

  



    

  
    
      
    
    
      new(model, opts \\ [])



        
          
        

    

  


  

Build a new broker. opts:
	:gateway — gateway struct (e.g. OpenAIGateway.new(...))
	:config — vendor-neutral RealtimeVoiceConfig
	:tracer — tracer pid (optional)
	:tool_runner — runner module (default: ParallelToolRunner)
	:transport_module — transport module (default: MintTransport)


  


        

      


  

    
Mojentic.Realtime.Codec 
    



      
Audio codec helpers for the realtime subsystem.
Realtime sends and receives audio as base64-encoded PCM16
(little-endian 16-bit signed mono, 24 kHz by default). These helpers
convert between the wire format and Elixir binaries of raw PCM bytes
so consumer code never touches base64.

      


      
        Summary


  
    Functions
  


    
      
        decode_base64_pcm16(b64)

      


        Decode a base64 string into a binary of little-endian 16-bit PCM samples.



    


    
      
        encode_base64_pcm16(samples)

      


        Encode raw PCM16 bytes (or a list of int16 samples) into a base64 string.



    





      


      
        Functions


        


  
    
      
    
    
      decode_base64_pcm16(b64)



        
          
        

    

  


  

Decode a base64 string into a binary of little-endian 16-bit PCM samples.
Returns the raw binary; pattern-match <<sample::little-16-signed, rest::binary>>
to consume samples or use :binary.bin_to_list/2 for arrays.

  



  
    
      
    
    
      encode_base64_pcm16(samples)



        
          
        

    

  


  

Encode raw PCM16 bytes (or a list of int16 samples) into a base64 string.

  


        

      


  

    
Mojentic.Realtime.Config 
    



      
Vendor-neutral configuration for a realtime voice session.
The library forwards a curated subset to the active gateway and
translates vendor-specific shapes at the boundary. Mirrors
RealtimeVoiceConfig in mojentic-py / mojentic-ts.

      


      
        Summary


  
    Types
  


    
      
        audio_format()

      


    


    
      
        interrupt_policy()

      


    


    
      
        modality()

      


    


    
      
        t()

      


    


    
      
        tool_choice()

      


    


    
      
        turn_detection_mode()

      


    





  
    Functions
  


    
      
        defaults()

      


        Defaults applied when a field is omitted.



    


    
      
        new(opts \\ [])

      


    





      


      
        Types


        


  
    
      
    
    
      audio_format()



        
          
        

    

  


  

      

          @type audio_format() :: :pcm16 | :g711_ulaw | :g711_alaw


      



  



  
    
      
    
    
      interrupt_policy()



        
          
        

    

  


  

      

          @type interrupt_policy() :: :drop | :submit | :submit_completed_only


      



  



  
    
      
    
    
      modality()



        
          
        

    

  


  

      

          @type modality() :: :audio | :text


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.Realtime.Config{
  input_audio_format: audio_format() | nil,
  input_audio_transcription: map() | false | nil,
  instructions: String.t() | nil,
  max_response_output_tokens: pos_integer() | nil,
  modalities: [modality()] | nil,
  on_interrupt: interrupt_policy() | nil,
  output_audio_format: audio_format() | nil,
  provider_extras: map() | nil,
  temperature: float() | nil,
  tool_choice: tool_choice() | nil,
  tools: [module() | struct()] | nil,
  turn_detection: turn_detection_mode() | nil,
  voice: String.t() | nil
}


      



  



  
    
      
    
    
      tool_choice()



        
          
        

    

  


  

      

          @type tool_choice() :: :auto | :none | :required | %{name: String.t()}


      



  



  
    
      
    
    
      turn_detection_mode()



        
          
        

    

  


  

      

          @type turn_detection_mode() ::
  :server_vad
  | :semantic_vad
  | :none
  | Mojentic.Realtime.ServerVadConfig.t()
  | Mojentic.Realtime.SemanticVadConfig.t()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      defaults()



        
          
        

    

  


  

Defaults applied when a field is omitted.

  



    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  


  


        

      


  

    
Mojentic.Realtime.Event 
    



      
Vendor-neutral event union for the realtime subsystem.
All events share a :kind discriminator and a payload map. Pattern
match on kind in case/with:
case event.kind do
  :assistant_text_delta -> IO.write(event.payload.delta)
  :tool_call_completed -> handle_result(event.payload.result)
  :session_closed -> :ok
end
Use the helper constructors below for typed event construction.
Mirrors RealtimeEvent in mojentic-py / mojentic-ts.

      


      
        Summary


  
    Types
  


    
      
        kind()

      


    


    
      
        t()

      


    





  
    Functions
  


    
      
        new(kind, payload \\ %{})

      


        Construct an event of the given kind with payload fields.



    





      


      
        Types


        


  
    
      
    
    
      kind()



        
          
        

    

  


  

      

          @type kind() ::
  :session_opened
  | :session_updated
  | :session_closed
  | :user_speech_started
  | :user_speech_stopped
  | :user_transcript_delta
  | :user_transcript
  | :assistant_turn_started
  | :assistant_text_delta
  | :assistant_text
  | :assistant_transcript_delta
  | :assistant_transcript
  | :assistant_audio_delta
  | :assistant_turn_completed
  | :tool_call_started
  | :tool_call_args_delta
  | :tool_call_dispatched
  | :tool_call_completed
  | :tool_call_failed
  | :tool_batch_submitted
  | :interrupted
  | :rate_limited
  | :error


      



  



  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.Realtime.Event{kind: kind(), payload: map()}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(kind, payload \\ %{})



        
          
        

    

  


  

Construct an event of the given kind with payload fields.

  


        

      


  

    
Mojentic.Realtime.Gateway behaviour
    



      
Behaviour for realtime voice gateways.
Sibling to Mojentic.LLM.Gateway: the chat-completions gateway is
request/response; this one opens a duplex session and yields a
stream of normalised events.

      


      
        Summary


  
    Callbacks
  


    
      
        open(model, config, correlation_id)

      


        Open a realtime session. Returns the transport pid on success;
callers subscribe to it via Transport.subscribe/2 for inbound
events.



    





      


      
        Callbacks


        


  
    
      
    
    
      open(model, config, correlation_id)



        
          
        

    

  


  

      

          @callback open(
  model :: String.t(),
  config :: Mojentic.Realtime.Config.t(),
  correlation_id :: String.t() | nil
) :: {:ok, pid()} | {:error, term()}


      


Open a realtime session. Returns the transport pid on success;
callers subscribe to it via Transport.subscribe/2 for inbound
events.

  


        

      


  

    
Mojentic.Realtime.MintTransport 
    



      
WebSocket transport backed by Mint.WebSocket.
Opens a TLS connection, upgrades to WebSocket, and pumps frames in
a GenServer. Inbound text frames are JSON-decoded and forwarded to
the subscribed process as {:realtime_message, map} messages.
Connection-level events arrive as {:realtime_close, reason} and
{:realtime_error, reason}.
Outbound payloads are JSON-encoded and sent as a single text frame
via send/2.
Production implementation of Mojentic.Realtime.Transport.

      


      
        Summary


  
    Functions
  


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    





      


      
        Functions


        


  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  


        

      


  

    
Mojentic.Realtime.OpenAIGateway 
    



      
Gateway against OpenAI's Realtime API over WebSocket.
Each open/3 call provisions a new transport process. The returned
pid is the only stateful surface; subscribers receive
{:realtime_message, parsed} and {:realtime_close, reason}
tuples.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        new(opts \\ [])

      


        Construct a new gateway. If :api_key is omitted, falls back to the
OPENAI_API_KEY environment variable.



    


    
      
        open(gateway, model, config, correlation_id)

      


    


    
      
        parse_message(map)

      


        Pure helper to validate and parse a server event payload.
Re-exported so tests can drive the gateway with scripted messages.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.Realtime.OpenAIGateway{
  api_key: String.t() | nil,
  base_url: String.t(),
  transport: module()
}


      



  


        

      

      
        Functions


        


    

  
    
      
    
    
      new(opts \\ [])



        
          
        

    

  


  

Construct a new gateway. If :api_key is omitted, falls back to the
OPENAI_API_KEY environment variable.

  



  
    
      
    
    
      open(gateway, model, config, correlation_id)



        
          
        

    

  


  


  



  
    
      
    
    
      parse_message(map)



        
          
        

    

  


  

Pure helper to validate and parse a server event payload.
Re-exported so tests can drive the gateway with scripted messages.

  


        

      


  

    
Mojentic.Realtime.Schemas 
    



      
Schema catalogue for OpenAI Realtime API server events.
Documents the required fields for each known event type. The
parse_server_event/1 function normalises missing-type payloads and
passes all recognised and unknown events through verbatim — the live
path in Session pattern-matches event types directly, so no hard
validation is needed here.
Callers that need to validate a payload in tests can use
valid?/1 to check that required fields are present.
Schema snapshot: OpenAI Realtime API beta circa 2026-05.

      


      
        Summary


  
    Functions
  


    
      
        known_types()

      


        List the event types this module recognises.



    


    
      
        parse_server_event(raw)

      


        Normalise a raw server-event map: ensures a "type" key is present.



    


    
      
        valid?(raw)

      


        Returns true when a recognised event's required fields are all present.



    





      


      
        Functions


        


  
    
      
    
    
      known_types()



        
          
        

    

  


  

List the event types this module recognises.

  



  
    
      
    
    
      parse_server_event(raw)



        
          
        

    

  


  

Normalise a raw server-event map: ensures a "type" key is present.
	Maps without a "type" key are tagged %{"type" => "unknown"}.
	All other maps are returned verbatim — unknown event types from
provider drift pass through so callers can still consume them.


  



  
    
      
    
    
      valid?(raw)



        
          
        

    

  


  

Returns true when a recognised event's required fields are all present.
Unknown event types (not in the schema catalogue) always return true
so callers don't need to guard against future provider additions.

  


        

      


  

    
Mojentic.Realtime.SemanticVadConfig 
    



      
LLM-classifier-driven VAD.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.Realtime.SemanticVadConfig{
  create_response: term(),
  eagerness: term(),
  interrupt_response: term(),
  type: term()
}


      



  


        

      


  

    
Mojentic.Realtime.ServerVadConfig 
    



      
Tunable parameters for server-side voice-activity detection.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: %Mojentic.Realtime.ServerVadConfig{
  create_response: term(),
  idle_timeout_ms: term(),
  interrupt_response: term(),
  prefix_padding_ms: term(),
  silence_duration_ms: term(),
  threshold: term(),
  type: term()
}


      



  


        

      


  

    
Mojentic.Realtime.Session 
    



      
Stateful realtime session handle, owning a transport process.
Implemented as a GenServer that:
	subscribes to a transport (typically a MintTransport pid)
	receives raw OpenAI realtime events, normalises them into
vendor-neutral Mojentic.Realtime.Event values, and forwards
each to subscribers
	tracks per-turn state and dispatches function_call items as
a batch via the configured Mojentic.LLM.Tools.Runner
	submits function_call_output items back through the transport
and triggers the next response.create

Tool batch execution
When response.done arrives with pending function calls, the
session spawns a supervised Task to run the batch so the GenServer
remains responsive to inbound WebSocket messages (e.g.
input_audio_buffer.speech_started barge-in) during execution.
The task sends {:tool_batch_done, executions, outcomes, duration_ms}
back to the session when it completes.
An :atomics-backed cancel ref is stored in the RunContext so
calling interrupt/1 mid-batch signals cancellation to any tool
that has opted in via run/3.
This module mirrors the RealtimeSession class in the Python port.
The broker uses it to provide a single ergonomic entry point.

      


      
        Summary


  
    Types
  


    
      
        t()

      


    





  
    Functions
  


    
      
        build_session_update(config)

      


        Build the vendor-specific session.update payload from a
vendor-neutral config. Mirrors the GA shape used by mojentic-py /
mojentic-ts: session.type: 'realtime', output modalities, audio
input/output blocks, etc.



    


    
      
        child_spec(init_arg)

      


        Returns a specification to start this module under a supervisor.



    


    
      
        close(pid)

      


        Close the session and underlying transport.



    


    
      
        commit_audio(pid)

      


        Manually commit the input audio buffer (push-to-talk mode).



    


    
      
        initialise(pid)

      


        Send the initial session.update derived from the config. Called by the broker.



    


    
      
        interrupt(pid)

      


        Manually cancel the in-flight assistant response.



    


    
      
        send_audio_frame(pid, frame)

      


        Append a PCM16 binary frame to the server's audio buffer.



    


    
      
        send_text(pid, text)

      


        Send a text-mode user message and request a response.



    


    
      
        start_link(opts)

      


        Start a session linked to the calling process.



    


    
      
        subscribe(pid, subscriber \\ self())

      


        Subscribe to vendor-neutral events. The subscriber receives {:realtime_event, %Event{}}.



    


    
      
        update_instructions(pid, instructions)

      


        Update instructions for future assistant turns.



    





      


      
        Types


        


  
    
      
    
    
      t()



        
          
        

    

  


  

      

          @type t() :: pid()


      



  


        

      

      
        Functions


        


  
    
      
    
    
      build_session_update(config)



        
          
        

    

  


  

Build the vendor-specific session.update payload from a
vendor-neutral config. Mirrors the GA shape used by mojentic-py /
mojentic-ts: session.type: 'realtime', output modalities, audio
input/output blocks, etc.

  



  
    
      
    
    
      child_spec(init_arg)



        
          
        

    

  


  

Returns a specification to start this module under a supervisor.
See Supervisor.

  



  
    
      
    
    
      close(pid)



        
          
        

    

  


  

Close the session and underlying transport.

  



  
    
      
    
    
      commit_audio(pid)



        
          
        

    

  


  

Manually commit the input audio buffer (push-to-talk mode).

  



  
    
      
    
    
      initialise(pid)



        
          
        

    

  


  

Send the initial session.update derived from the config. Called by the broker.

  



  
    
      
    
    
      interrupt(pid)



        
          
        

    

  


  

Manually cancel the in-flight assistant response.

  



  
    
      
    
    
      send_audio_frame(pid, frame)



        
          
        

    

  


  

Append a PCM16 binary frame to the server's audio buffer.

  



  
    
      
    
    
      send_text(pid, text)



        
          
        

    

  


  

Send a text-mode user message and request a response.

  



  
    
      
    
    
      start_link(opts)



        
          
        

    

  


  

Start a session linked to the calling process.
Required opts:
	:transport — pid of an established transport
	:transport_module — module implementing the Transport behaviour
	:config — Mojentic.Realtime.Config struct


  



    

  
    
      
    
    
      subscribe(pid, subscriber \\ self())



        
          
        

    

  


  

Subscribe to vendor-neutral events. The subscriber receives {:realtime_event, %Event{}}.

  



  
    
      
    
    
      update_instructions(pid, instructions)



        
          
        

    

  


  

Update instructions for future assistant turns.

  


        

      


  

    
Mojentic.Realtime.Transport behaviour
    



      
Transport behaviour for the realtime subsystem.
The gateway owns I/O against this contract so unit tests can replace
the live WebSocket with a scripted, deterministic transport.
Production implementation: Mojentic.Realtime.MintTransport.

      


      
        Summary


  
    Callbacks
  


    
      
        close(pid)

      


    


    
      
        connect(url, headers, opts)

      


    


    
      
        send(pid, payload)

      


    


    
      
        subscribe(pid, subscriber)

      


    





      


      
        Callbacks


        


  
    
      
    
    
      close(pid)



        
          
        

    

  


  

      

          @callback close(pid()) :: :ok


      



  



  
    
      
    
    
      connect(url, headers, opts)



        
          
        

    

  


  

      

          @callback connect(
  url :: String.t(),
  headers :: [{String.t(), String.t()}],
  opts :: keyword()
) ::
  {:ok, pid()} | {:error, term()}


      



  



  
    
      
    
    
      send(pid, payload)



        
          
        

    

  


  

      

          @callback send(pid(), payload :: map()) :: :ok | {:error, term()}


      



  



  
    
      
    
    
      subscribe(pid, subscriber)



        
          
        

    

  


  

      

          @callback subscribe(pid(), subscriber :: pid()) :: :ok
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